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Executive Summary 
 

OpenStreetMap (OSM) is a community initiative for the crowdsourced production of open 
global maps. Through various authoring tools, users contribute several spatial features, such as 
roads, administrative areas, buildings, etc. These features are annotated by categories (classes) 
that assign semantics to them. Each feature may belong to multiple classes; for example, a 
building can be further characterized as school, bar, or house. On top of this initiative, 
LinkedGeoData aims at exposing OSM datasets as Linked Data, providing dumps of the datasets, 
as well as an ontology that corresponds to OSM categories. In this document, we present OSMRec, 

a framework that facilitates the contribution of new spatial features (entities) into OSM, by 
recommending to users already existing OSM categories, in order to annotate newly inserted 
entities. This is important for two reasons. First, users may not be familiar with the OSM 
categories; thus searching and browsing the OSM category hierarchy to find appropriate 
categories for the feature they wish to insert may often be a time consuming and frustrating to the 
point of users neglecting to add this information. Second, if an already existing category that 
matches the new feature cannot be found quickly and easily (although it exists), the user may 
resort instead to using his/her own term, resulting in synonyms that later need to be identified and 
dealt with.  

In our work we apply classification and clustering techniques, defining proper training features 
upon which the models are trained, that consider semantic, spatial and textual properties of the 
OSM entities. The experimental results demonstrate that the proposed methodology can 
recommend annotation categories for new spatial features with high accuracy. 

Currently, our method is implemented as a command line utility; however, the next step is its 
integration into JOSM, a graphical tool used by the OSM community to add spatial features into 
OSM maps. 

The layout of the document is the following.  

In Chapter 1, we introduce background knowledge on OpenStreetMap, and we describe the 
user need that is covered by the implemented tool. 

In Chapter 2 we present the classification and clustering techniques we used for 
recommending OSM categories for inserted spatial entities. 

In Chapter 3, we present OSMRec, a utility that supports training on OSM data and 

recommending OSM categories for newly inserted spatial entities. We present the implemented 
algorithms, we describe the components of the tool and its functionality and we evaluate its 
effectiveness on OSM data. 

Finally, in Chapter 4, we conclude with some general remarks on the presented tool. 
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Abbreviations and Acronyms 
 

LGD LinkedGeoData 

LOD Linked Open Data 

OGC 
Open Geospatial Consortium 
(http://www.opengeospatial.org/) 

OSM OpenStreetMap (http://www.openstreetmap.org/) 

OWL OWL 2 Web Ontology Language 

RDF Resource Description Framework 

XML Extensible Markup Language 
 
 
 
 

http://www.opengeospatial.org/
http://www.openstreetmap.org/
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1. Introduction  
 

The Semantic Web and Linked Data practices have been gaining increasing interest the last 
years. Languages and standards for organizing and querying semantic information, such as 
RDF(S) and SPARQL, are increasingly being adopted not only within academic communities but 
also by corporate vendors, which turn to semantic technologies to more effectively organize, 
expose and exchange their data as Linked Data. More and better technologies are becoming 
available for producing RDF datasets that adhere to common, widely adopted schemata and 
vocabularies, so that the contained information can be searched and integrated in a more 
automated and principled manner. On the other hand, a large number of currently available (both 
RDF and conventional) datasets, contain geospatial information, which is of high importance in 
several application scenarios (e.g. navigation, tourism, social media).  

OSM [OSM] is an initiative for crowdsourcing map information from users. It is based on a 
large and active community that contributes both data and tools that facilitate the constant 
enrichment and enhancement of OSM maps. One of the most prominent tools of OSM is JOSM 
[JOSM], a graphical tool that allows users to (a) download all the spatial features (i.e. roads, 
buildings, stations, areas, etc.) of a geographic area from OSM, (b) visualize these features on a 
map overlay, (c) add, change or delete spatial features and (d) reload the changed dataset into the 
publicly accessible OSM map dataset. 

 

 

Figure 1: JOSM interface 

 

Specifically, through the interface presented in Figure 1, the user can draw the geometry of a 
spatial feature. Then, she can annotate the feature with categories, in the form of key-value pairs. 
In the example depicted in Figure 1, the selected geometry is a soccer pitch annotated with the 
following pairs: {leisure=>pitch} and {sport=>soccer}. The system allows the selection of such 
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categories from an existing list [OSMFeat] or the definition of new categories by the user. At this 
point lies the problem we handle, which is expected in such crowdsourcing approaches: the user 
can define an arbitrary category which (a) might already exist in a slightly different form or (b) 
might have no actual semantic meaning in the context of OSM and, thus, degrade the quality of 
the inserted information. 

Trying to avoid this problem by restricting the category selection only to categories that already 
exist in the OSM dataset has important disadvantages. First of all, it would cancel a large part of 
the crowdsourcing character of OSM and, second, it is not guaranteed that the OSM categories, in 
their current form, cover every aspect of characterizing spatial features. Instead, the most suitable 
course of action is to guide the users during their annotation process, recommending to them 
already existing categories to annotate the new spatial entities.  

In this document, we propose such a process by applying classification and clustering models 
in order to recommend categories for new entities inserted into OSM. This recommendation 
should take into account the similarity of the new spatial entities to already existing (and annotated 
with categories) ones in several levels: spatial similarity, e.g. the number of nodes of the feature's 
geometry, textual similarity, e.g. common important keywords in the names of the features and 
similarities on the categories (semantic similarity) that characterize already annotated entities. So, 
for each level (spatial, textual, semantic) we define and implement a series of training features that 
represent spatial entities into a multidimensional space. This way, by training the aforementioned 
models, we are able to correlate the values of the training features with the categories of the 
spatial entities, and consequently, recommend categories for new features. 

In order to fully exploit the semantic relations between the categories of OSM, we consider the 
LinkedGeoData [LGD] ontology [LGDOnto] which maps OSM categories into an OWL ontology 
with equivalent classes. This way, we are able to utilize the hierarchy of the ontology, by 
considering direct and indirect classes of the spatial features into the training mechanism. We 
perform experiments that showcase the effectiveness of our models and demonstrate that our 
recommendation process can predict at least one correct category of a newly added spatial feature 
in OSM at most cases. 

Before describing the implemented methods and tool for category recommendations, we 
briefly report on the analysis of several measures for similarity of geospatial entities. This analysis 
will guide our next steps on incorporating efficient and robust geospatial similarity functions into the 
currently implemented tool. Specifically, in [GeoKnowD341], we present and evaluate ten 
measures that can be used to measure the distance between geospatial resources. We evaluate 
these measures with respect to their time-efficiency and their robustness against discrepancies in 
measurement and in granularity. The results obtained on three different datasets suggest that most 
distance measures can be led to scale when combined with approaches akin to the Orchid 
algorithm implemented in LIMES [Ngo13]. Moreover, while some distances are significantly slower 
than other measures, distances based on means, surjections and sums of minimal distances are 
robust against the different types of discrepancies. 

Our results suggest that while different measures perform best on the data sets we used, the 
mean distance measure is the most time-efficient and overall best measure to use. We also 
showed that all measures apart from the Frechet distance can scale even on large datasets when 
combined with an approach such as Orchid. All the measures presented were integrated in the 
LIMES framework available at [LIMES]. In future work, we will extend this framework with 
dedicated versions of Orchid for the different measures presented herein. Moreover, we will aim to 
devise means to detect the best measure for any given geospatial dataset and utilize our findings 
by incorporating the most fitting similarity measures to the category recommendation algorithms for 
spatial entities.  
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2. Methodology for Category Aggregation 
and Recommendation 
 

The goal of this work is to develop algorithms that can accurately recommend OSM categories 
for newly inserted geospatial entities, based on existing OSM data. The first step to this direction is 
identifying similarities between geospatial entities that are annotated with the same OSM 
categories. This is achieved by analysing these entities into training features that describe several 
characteristics of the entities: semantic, spatial and textual. Upon that, we utilize classification and 
clustering algorithms to build models that correlate certain categories with certain training feature 
values. Finally, given a new geospatial entity and the system is able to identify the most fitting 
categories, based on the values of its training features. 

The general methodology is based on training classification models on previously annotated 
(with categories) geospatial entities. These models are then applied to predict, for a new geospatial 
entity, the categories it belongs to. Through this process, geospatial entities are mapped into a 
multidimensional feature vector, with each feature representing a semantic, geospatial or textual 
property of the entity. This way, the models are able to correlate the classes of the entities with 
values of their training features.  

We employ three variations of this training process that differ mainly on what we define as 
training items and partly on the values of some of the training features.  

 The first variation, SVM classification on geospatial features, considers as training 
items the geospatial entities themselves and applies multiclass SVM classification, 
using SVMmulticlass [SVMMulti].  

 The second variation, k-NN algorithm on clustered categories, first clusters 
geospatial entities, to identify groups of similar entities, based on the training features 
that represent them. Then, it considers as training items the centroids of these clusters 
and trains a multiclass SVM classifier. In both variations, the trained models are 
hyperplanes that can categorize items in the multidimensional space on different 
classes. So, given the feature vector of a new geospatial entity, they are able to assign 
to it several classes, along with respective scores that indicate the most fitting classes. 

 The third variation, similarly to the second, first clusters geospatial entities. However, 
as a second step, it performs a k-NN algorithm that, for each new geospatial entity, 
finds the most similar cluster. Again, to do so, each cluster is represented by its 
centroid, that is a feature vector that averages the values of all entities assigned to the 
respective cluster. Next, we describe each process in detail and we define the training 
features that are used in each case. 

2.1 SVM Classification on Geospatial Features 
In this case, the training items are the geospatial entities that have already been inserted into 

OSM and annotated with OSM categories (or, equivalently, LGD ontology classes). However, the 
same geospatial entity might be annotated with more than one class: remember the introductory 
example where a soccer pitch is annotated with the following pairs: {leisure=>pitch} and 
{sport=>soccer}. Thus, we consider, for each geospatial entity, as many training items as its 
classes are. The items are represented identically, with the exception of the different label that 
corresponds to the different class. Each item is represented as a feature vector, with each feature 
corresponding to a property of the item. Next, we present the features we define. 
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2.1.1 Spatial Features 
 Geometry type. This is a boolean feature, so six positions in the feature vector are 

assigned to it, for the six distinct geometry types that we can identify: Point, LineString, 
Polygon, LinearRing, Circle and Rectangle. 

 Number of geometry points. This is a boolean feature, so several positions in the feature 
vector are used to represent it. Each position represents a different range. In total, we 
define (based on a statistical analysis of the frequencies of entities having certain numbers 
of points) 13 ranges: [1-10], (10-20], (20-30], (30-40], (40-50], (50-75], (75-100], (100-150], 
(150-200], (200-300], (300-500], (500-1000], (1000-...). So, according to the number of 
points of an entity’s geometry, the proper position is set to 1, while the rest positions are 
set to 0.  

 Area of geometry. This is a boolean feature, so several positions in the feature vector are 
used to represent the various ranges of areas we consider. We define intuitively (and 
considering that in this problem setting we are mainly interested in entities that are 
buildings)  24 ranges with increasing length in square meters, until the area of 4000m2, 
where we consider the 25th range of (4000-...). 

We should note here that, for the number of points and area features, we consider boolean 
features to facilitate the effectiveness of the training model. That is, defining several area ranges 
corresponding to separate feature positions, we allow the model to correlate these different areas 
(feature positions) with different training classes. This way, we expect to obtain a more qualitative 
and detailed model than we would have if we just used the actual value of number of points or area 
of a geometry. 

2.1.2 Textual Features 
For each entity of the training set, we extract the textual description of its name. We consider 

each word separately and count their frequency within the dataset. Then, we sort the list of words 
in descending frequency and filter out words with frequency less than 20. Finally, we manually 
examine the remaining list and remove words without any particular meaning, e.g. names. What 
remains is special meaning identifiers, such as avenue, church, school, park, etc. Each of these 
special keywords is used as a separate boolean feature. In the Appendix (Section 6.1) we present 
a table containing several such keywords detected from an OSM dataset containing London, were 
the words are sorted according to their frequency in the dataset. 

2.2 k-NN Algorithm on Clustered Categories 
In this case, we perform a first step of clustering geospatial entities, in order to gather groups 

of similar geospatial entities. For the task of clustering, we extend the training feature vector that is 
defined in Section 2.1, so that it also contains semantic features. That is, for each category of 
OSM, we identify the equivalent OWL ontology class, defined in LinkedGeoData. To do so, we 
utilize the mappings defined in [LGDMap]. As a result, each geospatial entity of the training set is 
characterized by one or more ontology classes of the LGD Ontology [LGDOnto]. So, for each 
distinct class in the ontology, we define a boolean feature in the vector that denotes that a specific 
geospatial entity is directly characterized or not by the class. Directly means that the class 
characterizing the geospatial entity is encoded as value in a key-value pair of categories that 
characterize the entity. In our example, pitch and soccer are considered as direct classes. 
Respectively, we define a second series of boolean features that regard indirect classes 
(regarding categories encoded in the key part. Respectively, leisure and sport are indirect classes 
for the specific entity. As a result, the feature vector that is utilized during the clustering process is 
also enhanced with semantic features. 

Further, we add two more features that correspond to the actual number of points and actual 
area of the geospatial entities respectively. In order to balance the contribution of all different 
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feature types, we perform the following steps: (a) we adopt the Euclidean Distance in order to 
measure the similarity between two feature vectors, (b) we normalize the latter features (actual 
number of points, actual area), so that their values lie in the area [0,1] and (c) we normalize each 
feature type according to the number of discrete feature positions it occupies. 

We have applied a graph partitioning clustering method [ZK04, ZKF05], in combination with 
the Euclidean Distance we apply. However, we note that there is probably room for improvement 
by examining several other clustering algorithms. The method works as follows. The desired k-way 
clustering solution is computed by first modelling the objects using a nearest-neighbor graph (each 
object becomes a vertex, and each object is connected to its most similar other objects), and then 
splitting the graph into k-clusters using a min-cut graph partitioning algorithm.  

The proper criterion function that leads to center-based clusters1 aims at maximizing the 
following quantity: 

∑ ∑ sim(𝑑𝑖, 𝐶𝑟)

𝑑𝑖∈𝑆𝑟

𝑘

𝑟=1

 

 

where k is the number of clusters, Sr is the set of items of cluster r, di is the ith item of cluster, Cr the 
centroid of the cluster and sim(di,Cr) the similarity between each item of the cluster and the cluster 
centroid. 

After the clustering is performed, the outcome is clusters of geospatial entities that are similar 
w.r.t. (a) the classes they are annotated with, (b) their geospatial properties and (c) the textual 
descriptions of their names. For each cluster, we define its representative entity, which is a 
combination of the feature vectors of all the geospatial entities contained in the cluster. Also, the 
cluster is represented by the set of all categories that characterize the contained entities. The new, 
combined vector is produced in the following way: 

 For Geometry type and Textual features, the combined vector’s feature values are the 
sums of the respective features of all entities. 

 For Number of geometry points and Area of geometry features the combined vector’s 
feature values are produced after applying the OR operator on the respective features of all 

entities.  

Essentially, the trained model is the set of “average cluster vectors” that are defined above. In 
order to recommend categories for a newly added geospatial entity, we construct its feature vector 
and calculate the vector’s cosine similarity with each average cluster vector. The cluster 

vector that has the higher similarity score provides the categories to be recommended, namely the 
categories of the respective cluster. 

 

  

                                                

1 This cluster category fits best our case, where we practically want to cluster together spatial entities 
that are as similar to each other as possible, so items of the same cluster have to be closer to its centroid. 
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3.  OSMRec Tool for Categories 
Recommendation 
 

In this chapter we present OSMRec, a prototype we implemented for recommending OSM 

categories for newly created geospatial entities, based on already existing annotated entities in 
OSM. The tool implements the methodology and the recommendation variations described in the 
previous chapter. Next, we provide implementation details, we describe the components of the tool 
and we provide a usage manual. Finally, we demonstrate the effectiveness of the tool through an 
experimental evaluation on real world data from OSM. 

3.1 Implementation Information and Integrated Tools 
OSMRec [OSMRec] is implemented in Java, as a command line application for training 

recommendation models and producing OSM categories recommendations for geospatial entities. 
It consists of two core components: the Training Module and the Recommendations Module. 
The former runs an offline process that takes as training input an OSM dataset and produces as 
output a classification model. The latter component takes as input a set of geospatial entities, 
formatted according to the OSM XML format [OSMXML], as well as the trained model, and 
produces a set of categories that are the model’s recommendation for tagging each geospatial 
entity from the input set.  

OSMRec uses the following external tools for the classification/clustering tasks and for handling 

geospatial data respectively: 

 SVMmulticlass. This is a tool written in C that implements an SVM classification algorithm for 
multiclass classification. SVMmulticlass consists of a learning module (svm_multiclass_learn) 
and a classification module (svm_multiclass_classify). The learning module allows the 
configuration of several parameters. The classification module can be used to apply the 
learned model to new examples. OSMRec utilizes SVMmulticlass through external program 

calls to the binaries of the tool2.  

 CLUTO. This is a tool written in C that implements a series of clustering algorithms. Some 
key features of the tool are: 

o Multiple classes of clustering algorithms: partitional, agglomerative, & graph-
partitioning based. 

o Multiple similarity/distance functions: Euclidean distance, cosine, correlation 
coefficient, extended Jaccard, user-defined. 

o Numerous novel clustering criterion functions and agglomerative merging schemes. 
o Traditional agglomerative merging schemes: single-link, complete-link, UPGMA 

The supported algorithms and distance functions are described in detail in [ZK04,ZKF05]. 
OSMRec utilizes CLUTO through external program calls to the binaries of the tool3, 

parameterizing the selected clustering algorithms and its required configuration. 

 GeoTools. GeoTools [GeoTools] is an open source (LGPL) Java library, which provides 
standards compliant methods for geospatial data management comparable to those 
implemented in Geographical Information Systems (GIS). 

 Java Topology Suite (JTS). The JTS Topology Suite [JTS] is an API of 2D geospatial 
predicates and functions, conforming to the OGC Simple Features Specification for SQL. 

                                                

2 http://www.cs.cornell.edu/people/tj/svm_light/svm_multiclass.html 

3 http://glaros.dtc.umn.edu/gkhome/cluto/cluto/download 
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JTS is open source (under the LGPL license) and provides a complete implementation of 
fundamental 2D geospatial algorithms written in Java. 

3.2 Input/Output 
Both the Training and the Recommendations Module take as their main input OSM XML files. 

That is, in order to identify geospatial entities, either for training the recommendations model or for 
recommending classes for these entities, they need to parse a file of the aforementioned format. 
An example of this format is given in Section 6.2 of the Appendix, where a snippet of data 
containing OSM nodes (points) and ways (linestrings) is presented. Apart from that, the Training 
Module produces as output a file that contains the trained model. This file is taken as input by the 
Recommendations Module. Finally, the Recommendations Module produces as output a result file 
that contains one result line per geospatial entity that required categories recommendation. The 
line contains the geospatial entity’s ID and a ranked list of categories recommendations. The 
format of each line is the following: 

“spatial entity ID” “class1”,”class2”,… 

3.3 Components 
OSMRec consists of six basic components as depicted in Figure 2: The Command-line interface 

(CLI), that provides the user the ability to customize the use of the program; the OSMContainer, 
which holds information about all the nodes of the OSM file; The Parsers Component which 
provides functionality concerning the ontology mapping, class relations, the OSM XML file and 
information processing from files generated from statistical measures on OSM instances; The 
Classification Component that carry out the model training and the testing using SVMmulticlass and 
the clustering process using CLUTO; The Generator Component that gives the ability to generate 
appropriate input files and objects from the OSM data for the classification and clustering 
processes; The ScoringMechanism component computes scores for the training process and 
decides which parameters are optimal for the testing phase.  

In the following we present OSMRec components in more detail: 

 Command-line interface Component. It takes input parameters specifying the type of 
execution of the program. Possible options are the training of a model from an OSM file, 
testing an already trained model, or execute both the respective operations. The user can 
also select a clustering parameter and define the desirable average number of instances 
per cluster for the clustering process. This component also implements the 
recommendation mechanism that provides the user with the recommended classes of the 
new instances. The output and results are all shown at the command line and output files. 

 OSMContainer Component. This component is responsible for holding all properties and 
metadata (IDs, timestamps, user ids, geometries, etc.) about all the instances parsed from 
the OSM file. 

 Parsers Component. The main objective of this component is to parse the provided OSM 
file and extract all the necessary data, concerning nodes and ways. It loads into the 
OSMContainer the appropriate information concerning geometries, tags, IDs, etc. This 
component also processes specific files and computes the ontology hierarchy and indirect 
class relationships extracted from an XML file containing this information. It also extracts 
and loads in memory the LGD mapping between the OSM tags and their corresponding 
classes. Furthermore, it loads a list of common name occurrences obtained from statistical 
measures on the OSM data of London and Athens. 

 Classification Component. This component receives its input from the data provided by 
the generator component and uses the SVMmulticlass to carry out the training and test of the 
model. The results of these operations are shown through the command line to the user. 
The clustering process takes input from the generator and produces a clustering solution 
based on the provided parameters of the user. 
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 Generator Component. This component implements the construction of all the necessary 
input formats for the classification and clustering processes. It produces a file containing a 
vector for each instance of the OSM file. Every dimension of each vector represents a 
feature of the respective OSM entity. The produced features belong to three categories: the 
class relationship features, the geometry  features and the textual features. This file is used 
as input for the SVM multiclass. This component also produces a matrix of balanced 
vertices for the OSM entities provided from the OSM file. The first line of this file contains 
information about the number of instances, the number of features o the vectors and its 
non-zero feature entries. This file is used as an input for the CLUTO process. The 
Generator computes  average vectors for each cluster of the clustering solution and 
analyzes the frequency of the classes of each cluster. The produced data are then used for 
the recommendation phase. 

 ScoringMechanism. The scoring mechanism is a component that computes scores for 
different configurations of the execution in order to decide the optimal parameters for the 
training process. When the best score is computed the final training process takes place. 

    

 

Figure 2: Components of OSMRec  
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3.4 Usage Manual 

3.4.1 Installation Instructions 
The prototype version of OSMRec is publicly available, including the entire Java source code as 

well as a .JAR package that contains executable binaries [OSMRec]. The JAR package can be run 
directly, given that Java JRE (or SDK) 1.7 (or later) are installed. OSMRec comes in two versions, 

one for Windows (successfully tested in Windows 7 64bit) and one for Linux (successfully tested in 
Ubuntu 12.04) environments. The tool's code is organized in a Maven Project that can be directly 
loaded into an IDE (e.g. NetBeans) and be further developed. 

3.4.2 Execution 
In order to use OSMRec the following steps are to be required: 

1. Open a terminal window and navigate to the directory where OSMRec has been extracted.  

2. Verify that Java JRE (or SDK) ver 1.7 or later is installed. Currently installed version of 
Java can be checked using: java –version from the command line. 

3. In case you want to train a recommendation model on a given OSM dataset, run the 
following command: 
java -cp lib/*; OSMRec.jar –train “TrainAlgorithm” –i “InputFile” [-c “ConfParameter” –k 
“AverageSize” –m “Model”] 

where TrainAlgorithm is the parameter for selecting the training algorithm the tool applies. 
The available values are: 

1    SVM training on geospatial entities as items 
2    Clustering of geospatial entities and k-NN algorithm on clusters of entities 

and InputFile is the name of the OSM XML file that contains the training data. 
ConfParameter is an optional parameter, which, when is set, defines the trade-off parameter 
between the margin size and training error of the algorithm. If not set, the tool runs several 
configurations of the algorithm and selects the optimal trade-off parameter that results from 
testing the several configurations. AverageSize which defines the average number of items 
(spatial entities) a cluster should have during training. If not set, the tool runs several 
configurations of the algorithm and selects the optimal average cluster size that results 
from testing the configurations. Finally, Model is an optional parameter where the user sets 
the name of the file where the trained model will be written. This parameter is useful when 
the user wants to train several different models on different training data, and select the 
proper model each time they want to produce recommendations. If not set, the parameter-
model file name is assigned a default value. 

4. In case you want to produce category recommendations for a set of OSM geospatial 
entities: 
 
java -cp lib/*; OSMRec.jar –test “TrainAlgorithm” [–m “Model” –o “OutputFile”] 
 

where TrainAlgorithm is the parameter for selecting the training algorithm the tool applies. 
The available values are the same as in (3.). Also, Model corresponds to the same 
parameter as in (3.) and can be set by the user in order to select a specific model file. 
Finally, OutputFile is an optional parameter that assigns the name of the output-result file. 
If not set, the file is named: “output.txt”. 

3.5 Evaluation 

3.5.1 Dataset and Methodology 
We performed our evaluation on a subset of OSM data covering Athens, Greece, which we 

exported through Overpass API [OSMApi] from OSM’s site [OSM]. The dataset contains overall 
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111,491 geospatial entities which were properly divided into training, validation and test sets, as 
will be demonstrated next. The total number of distinct OSM categories/classes where 1,372. 

The dataset is partitioned into five subsets of similar size, denoted as S1, S2, S3, S4 and S5. 
Then, combining each time different subsets to make (a) the training, (b) the validation and (c) the 
test set, we create five different arrangements for five-fold cross-validation, as presented in Table 
1: Dataset partition. In every fold, the validation set was used to tune the parameters of the 
classification model and the test set was the one where the actual evaluation of the method was 
performed. This process ensures the generalization of the evaluation results size: (a) at each fold, 
different parts of the dataset constitute the training and the test data, and (b) the optimization of the 
model is performed on different subset (validation set) than the evaluation set. 

Table 1: Dataset partition 

Folds  Training set  Validation set  Test set 

Fold1  {S1, S2, S3}  S4  S5 

Fold2 {S2, S3, S4}  S5  S1 

Fold3 {S3, S4, S5}  S1  S2 

Fold4 {S4, S5, S1}  S2  S3 

Fold5  {S5, S1, S2}  S3  S4 

 

As our evaluation measure, we consider the precision of category recommendations, i.e. the 
ratio of correct recommendations to the total recommendations:  

𝑃 =
#𝑐𝑜𝑟𝑟𝑒𝑐𝑡 𝑐𝑎𝑡𝑒𝑔𝑜𝑟𝑦 𝑟𝑒𝑐𝑜𝑚𝑚𝑒𝑛𝑑𝑎𝑡𝑖𝑜𝑛𝑠

#𝑡𝑜𝑡𝑎𝑙 𝑐𝑎𝑡𝑒𝑔𝑜𝑟𝑦 𝑟𝑒𝑐𝑜𝑚𝑚𝑒𝑛𝑑𝑎𝑡𝑖𝑜𝑛𝑠
 

We consider three variations of the measure, depending on how strictly we define the correct 
category recommendations: 

 P1: In this case, a recommendation is considered correct iff the recommended category 
with the highest rank from the recommendation model is indeed a category that 
characterizes the test geospatial entity. 

 P5: In this case, a recommendation is considered correct iff one of the five recommended 
categories with the highest rank from the recommendation model is indeed a category that 
characterizes the test geospatial entity.  

 P10: Similarly, a recommendation is considered correct iff one of the ten recommended 
categories with the highest rank from the recommendation model is indeed a category that 
characterizes the test geospatial entity. 

3.5.2 Experimental Results 
Next, we present the evaluation of the precision achieved by the two recommendation 

algorithms described in Section 2, that is the SVM classification and k-NN algorithm. 

3.5.2.1 SVM Classification 

We performed two rounds of experiments. The first one regarded optimizing the classification 
model by training it with different parameterizations on C (trade-off parameter between the margin 
size and training error of the algorithm). After obtaining, through the 5-fold validation, the optimal C 
parameter, we run the actual evaluation of the recommendation model, using the three precision 
measure variations defined above. The average results for all five folds are given in Table 2: 

Table 2: Precision values for SVM classification 

  Validation set Test set 
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Folds  P1 P1 P5 P10 

Fold1  0.7843 0.7484 0.8755 0.9045 

Fold2 0.7621 0.8128 0.8665 0.9148 

Fold3 0.8088 0.8106 0.876 0.9239 

Fold4 0.8135 0.7919 0.8986 0.9283 

Fold5 0.8081 0.7883 0.8784 0.9321 

Average 0.79536 0.7904 0.879 0.92072 
 

Regarding the strictest measure (P1), the recommendation model achieves precision of 79%, 
which is a very good result, considering that it is measured on real-world OSM data without any 
restrictions that might favour the method. Further, when we consider the other two measures, the 
precision becomes even higher, reaching 88% and 92% for P5 and P10 respectively. Given that 
recommending 5 or 10 categories to the user is a realistic option, P5 and P10 are suitable for 
evaluating in a real-world application, and thus the effectiveness of the system may prove to be 
very high. 

3.5.2.2 K-NN Algorithm 

Similarly to the previous section, we used the validation set to tune the parameter k of the 
produced clustering solution, which represents the desirable number of average OSM entities in 
each cluster, w.r.t. the precision that is achieved. Based on this parameterization, we present 
evaluation results on the test set. However, since the specific algorithm produces 
recommendations based on the contained OSM categories within one cluster, it might be the case 
that a cluster contains less than 10 categories. So, we consider only measures P1 and P5, 
presented in Table 3: 

Table 3: Precision values for k-NN algorithm 

  Validation set Test set 

Folds  P1 P1 P5 

Fold1  0.1535 0.1912 0.2161 

Fold2 0.0373 0.1437 0.1632 

Fold3 0.1181 0.0973 0.115 

Fold4 0.1302 0.056 0.0656 

Fold5 0.0414 0.0659 0.0738 

Average 0.0961 0.1108 0.1267 
 

Obviously, the k-NN approach performs much worse than the SVM one, achieving precision 
values in the range of 9%-13%. A probable reason for this is the nature of the futures, in 
combination with the selected clustering algorithm and similarity function. However, we consider 
that there is room for great improvement of the specific recommendation method by (a) selecting 
different clustering algorithms and (b) combining the clustering part of the method with the SVM 
training part of the first recommendation model we proposed.  

 

3.6 Future Work 
This first version of OSMRec is implemented as a command line utility. Our ongoing work 

focuses on integrating it into JOSM, as a plugin of the tool. This way, the end user will be able to 
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fully exploit the functionality of the tool, since the OSMRec will recommend categories for geospatial 

entities the moment they are created from the end user and just before they are inserted into OSM. 

Further, we continue to examine several classification/recommendation schemes. Our next 
steps involve implementing a third recommendation process where clustering and SVM multiclass 
classification are combined. Finally, our long term plans include taking into account each user’s 
context and, thus, personalizing the recommendations to users or groups of users, according to 
their preferences and OSM operations history. 

3.7 Licensing 
The OSMRec tool is free software and its current version (including the Java source code and 

sample data) is available from [OSMRec]. It can be redistributed and/or modified under the terms 
of the GNU General Public License as published by the Free Software Foundation; either version 
3.0 of the License, or (optionally) any later version. A copy of the GNU General Public License 
should have been received along with this tool. However, the tool utilizes two external libraries:  

a. SVMmulticlass, which is a free software only for non-commercial use. It must not be distributed 
without prior permission of the author. The author is not responsible for implications from the 
use of this software.  

b. Cluto, which is a tool copyrighted by the Regents of the University of Minnesota. It can be 
freely used for educational and research purposes by non-profit institutions and US 
government agencies only. Other organizations are allowed to use CLUTO only for evaluation 
purposes, and any further uses will require prior approval (which is provided by the creator in 
the scope of using the tool for developing open source, free applications for GeoKnow project). 
The software may not be sold or redistributed without prior approval. One may make copies of 
the software for their use provided that the copies, are not sold or distributed, are used under 
the same terms and conditions. As unestablished research software, this code is provided on 
an "as is'' basis without warranty of any kind, either expressed or implied. The downloading, or 
executing any part of this software constitutes an implicit agreement to these terms. These 
terms and conditions are subject to change at any time without prior notice. 
 

OSMRec is distributed in the hope that it will be useful, but without any warranty; without even 

the implied warranty of merchantability or fitness for a particular purpose. Please consult the GNU 
Lesser General Public License for more details [GPL3]. 
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4.  Conclusions 
 

In this deliverable, we presented a prototype for aggregating geospatial knowledge, focusing 
on the tasks of (a) finding similar geospatial entities and (b) recommending categories (i.e. 
ontology classes) to annotate geospatial entities, based on past annotations. Our use case 
scenario revolved around OpenStreetMap, a large initiative for creating open crowdsourced global 
maps. The developed tool, called OSMRec implements two recommendation variations, based on 

clustering and classification algorithms, that allow it to (a) train on existing geospatial entities within 
OSM, and (b) recommend OSM categories to newly inserted entities. To do so, OSMRec takes into 

account the similarity of entities w.r.t. semantics, geospatial properties and textual descriptions. 
The evaluation results on real world, OSM data demonstrate the effectiveness of our methods, 
reaching precision values of 92% The tool currently works as a command line utility, available 
along with its source code in [OSMRec]. Our short term plans involve incorporating the tool into 
JOSM as a plugin, implementing more recommendation algorithms, as well as testing and 
integrating several of the similarity metrics analysed in [GeoKnowD341]. Also, part of our future 
steps is to personalize the recommendation process by taking into account user context and 
annotation history. 
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6. Appendix 
 

6.1 Frequent Words  
Table 4: Frequent words extracted by entities’ names in OSM data from London 

Rank Term Rank Term Rank Term Rank Term 

1 Road 26 Walk 51 Royal 76 Farm 

2 Street 27 Station 52 Victoria 77 Brook 

3 Close 28 London 53 College 78 Tesco 

4 Avenue 29 Square 54 Wood 79 Yard 

5 The 30 North 55 End 80 Row 

6 Lane 31 West 56 Cross 81 Palace 

7 Way 32 of 57 Club 82 Corner 

8 Gardens 33 and 58 City 83 Roundabout 

9 Park 34 East 59 River 84 Community 

10 House 35 Bridge 60 Bar 85 line 

11 Court 36 Terrace 61 Express 86 Upper 

12 Place 37 Primary 62 Hotel 87 John 

13 Line 38 South 63 Oak 88 Eastern 

14 Hill 39 Rd 64 Arms 89 Branch) 

15 St 40 Hall 65 Railway 90 the 

16 Drive 41 Great 66 Saint 91 Garden 

17 School 42 New 67 District 92 Town 

18 Grove 43 Old 68 Hospital 93 King 

19 & 44 Estate 69 Rise 94 Vale 

20 Centre 45 St. 70 Food 95 Tower 

21 Church 46 Cafe 71 Common 96 Valley 

22 Green 47 Main 72 Lodge 97 Broadway 

23 Crescent 48 Manor 73 Harrow 98 Approach 

24 Mews 49 Gate 74 Lea 99 Office 

25 High 50 Central 75 Library 100 Kingston 
 

6.2 OSM XML Data Example 
 
<node id="282879079" visible="true" version="5" changeset="19015450" timestamp="2013-11-
20T14:55:00Z" user="Amaroussi" uid="1016290" lat="51.4834258" lon="-0.0007647"/> 
 <node id="2640272481" visible="true" version="1" changeset="20238921" timestamp="2014-01-
27T23:10:28Z" user="Paul The Archivist" uid="82783" lat="51.4887647" lon="0.0077299"/> 
 <node id="2640272599" visible="true" version="1" changeset="20238921" timestamp="2014-01-
27T23:10:40Z" user="Paul The Archivist" uid="82783" lat="51.4906461" lon="0.0089459"/> 
 <node id="416442027" visible="true" version="2" changeset="20238921" timestamp="2014-01-
27T23:10:50Z" user="Paul The Archivist" uid="82783" lat="51.4891150" lon="0.0061899"/> 
 <node id="2640272482" visible="true" version="1" changeset="20238921" timestamp="2014-01-
27T23:10:29Z" user="Paul The Archivist" uid="82783" lat="51.4887753" lon="0.0085421"/> 
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 <node id="2640272487" visible="true" version="1" changeset="20238921" timestamp="2014-01-
27T23:10:29Z" user="Paul The Archivist" uid="82783" lat="51.4891241" lon="0.0077098"/> 
 <node id="2640272498" visible="true" version="1" changeset="20238921" timestamp="2014-01-
27T23:10:29Z" user="Paul The Archivist" uid="82783" lat="51.4894248" lon="0.0089059"/> 
 <node id="2640272515" visible="true" version="1" changeset="20238921" timestamp="2014-01-
27T23:10:29Z" user="Paul The Archivist" uid="82783" lat="51.4895132" lon="0.0099980"/> 
 <way id="10404213" visible="true" version="4" changeset="457623" timestamp="2009-04-
12T20:52:27Z" user="UrbanRambler" uid="88718"> 
  <nd ref="88787158"/> 
  <nd ref="88787159"/> 
  <tag k="created_by" v="Potlatch 0.10f"/> 
  <tag k="highway" v="footway"/> 
  <tag k="name" v="Woodland Walk"/> 
 </way> 
 <way id="10404239" visible="true" version="6" changeset="2307079" timestamp="2009-08-
29T22:39:21Z" user="Smalltown2000" uid="165066"> 
  <nd ref="88786324"/> 
  <nd ref="88787063"/> 
  <nd ref="373447156"/> 
  <nd ref="88787064"/> 
  <nd ref="88787065"/> 
  <nd ref="88787344"/> 
  <nd ref="88787066"/> 
  <nd ref="88787067"/> 
  <tag k="created_by" v="Potlatch alpha"/> 
  <tag k="highway" v="residential"/> 
  <tag k="name" v="Tuskar Street"/> 
 </way> 
 <way id="10404264" visible="true" version="2" changeset="709689" timestamp="2008-09-
27T22:53:43Z" user="Ben_C" uid="57618"> 
  <nd ref="88787069"/> 
  <nd ref="88787070"/> 
  <nd ref="88787114"/> 
  <tag k="created_by" v="Potlatch alpha"/> 
  <tag k="highway" v="residential"/> 
  <tag k="name" v="Earlswood Street"/> 
 </way> 
 <way id="10404266" visible="true" version="4" changeset="582565" timestamp="2009-04-
16T20:06:49Z" user="UrbanRambler" uid="88718"> 
  <nd ref="88787729"/> 
  <nd ref="378283025"/> 
  <nd ref="378284471"/> 
  <nd ref="88787730"/> 
  <tag k="created_by" v="Potlatch 0.10f"/> 
  <tag k="highway" v="residential"/> 
  <tag k="name" v="Tyler Street"/> 
 </way> 

 
 


