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Executive Summary 
 

This document describes the revised user requirements and the system architecture of the 
GeoKnow Generator and stack of tools, which will support the entire life-cycle of geospatial Linked 
Data. First, we present the revised common requirements of the system that are based on (a) the 
Initial Common Requirements Specification [GeoKnowD11] and (b) the experience obtained after 
18 months of developing the tools for handling geospatial RDF data, that comprise the Linked Data 
Stack of tools (LDS) [LDStack]. 

Next, we describe the Linked Data Stack of tools. This is an ensemble of components, 
developed during LOD2 and GeoKnow projects, covering the whole lifecycle of Linked Data. We 
present the main design principles of the Stack and then we focus on the tools first developed or 
extended within GeoKnow. Also, we show how each tool fits in the respective phase of the Linked 
Data lifecycle. 

Finally, we present the architecture of the GeoKnow system, which consists of a subset of 
geospatially enabled LDS tools and the GeoKnow Generator (GKG), which adds management, 
authentication and workflow processing layers on top of these tools. 

The document is structured as follows: Chapter 1 offers an introduction to the topics discussed 
in this deliverable. Chapter 2 describes in full the whole set of GeoKnow system requirements as 
well as the GeoKnow Generator requirements. Special focus is laid on a selected few of them 
which are of high importance for the GeoKnow system. In Chapter 3, the Linked Data Stack 
principles are outlined, while also presenting the tools that the Stack comprises, especially with an 
emphasis on the GeoKnow tools. Chapter 4 deals with the architecture of the GeoKnow system 
and depicts some key features of the GeoKnow Generator. A conclusion is provided in Chapter 5. 
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Abbreviations and Acronyms 
 

ETL Extract, Transform and Load 

GKG GeoKnow Generator 

LDS Linked Data Stack 

LOD Linked Open Data 

OGC 
Open Geospatial Consortium 
(http://www.opengeospatial.org/) 

OSM OpenStreetMap (http://www.openstreetmap.org/) 

OWL OWL 2 Web Ontology Language 

RDF Resource Description Framework 
 
 
 
 

http://www.opengeospatial.org/
http://www.openstreetmap.org/
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1. Introduction  
 

This document describes the revised user requirements and the system architecture of the 
GeoKnow Generator and stack of tools, which will support the entire life-cycle of geospatial Linked 
Data. Our focus is on highlighting the usefulness of the developed tools for the Linked Data 
community, by demonstrating their applicability on every stage of the Linked Data lifecycle, as well 
as their integration through the GeoKnow Generator. First, we revise the user requirements that 
were defined at the beginning of the project and refined through the first year of development. 
Next, we present the Linked Data Stack of tools, with emphasis on GeoKnow related tools. Finally, 
we describe the GeoKnow system which consists of several of the LDS tools, integrated around 
the GeoKnow Generator. 

 

. 

  



  D1.2.1 – v. 2.0 

 

Page 9 

2.  Revised GeoKnow Requirements 
 

The requirement specification is a significant, on-going process that started from the very 
beginning of the project and has been continued during the development of the GeoKnow 
Generator and stack of tools. The majority of the requirements have been gathered through the 
first four months of the project, utilizing an extensive survey, as well as input from the use case 
partners (Unister and Brox) for the commercial and supply chain use cases respectively. These 
requirements were well-defined, categorized and described in Deliverable D1.1.1 [GeoKnowD11]. 
During the last year, this initial set of requirements has slightly changed due to: (a) better insight of 
the envisioned GeoKnow system that was gained through the development of the individual tools 
and the collaboration between the partners, (b) comments received at first year’s review and (c) 
new requirements elicited with the GeoKnow enlargement. Next, we present the revised set of 
requirements and, then, we point out some important changes to them, with emphasis on the 
requirements that prevailed as slightly more important and need to be prioritized. 

  

2.1 Revised Requirements 
First, we provide, in Table 1, the notation we use to describe each requirement. The 

requirements are divided in two categories: functional, namely requirements that describe the 
behavior of the system and non-functional which specialize on the qualitative characteristics of the 
behavior of the system, such as performance, security, effectiveness, etc. In the following table, 
non-functional requirements are further divided, according to the exact performance characteristic 
they regard.  

Table 1: Categorization of Requirements 

FR Functional Requirement 

PR Performance Requirement 

SR Security Requirement 

IR Interface Requirement 

DR Data Requirement 

 

Another categorization concerns the sources of the requirements, as presented in Table 2. 

Table 2: Requirements Sources 

U Unister Requirement 

B Brox Requirement 

D DoW Requirement 

S Survey Requirement 

R Review Meeting Requirement 

E GeoKnow Enlargement Requirement 

 

Given the above, we present, in Table 3, the revised requirements regarding the GeoKnow 
system, that is the GeoKnow Generator and the stack of tools that handle the lifecycle of 
geospatial Linked Data. We note that, in some cases, we group together requirements that are, to 
some extent, related to each other. 
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Table 3: GeoKnow Requirements 

Requirement 
ID 

Priority 
Related 
Component 

Short Description 
Requreme
nt Type 

FR-U6 
 
 
 
FR-B8 

High 
 
 
 
High Generator 

GeoKnow Generator has to be able to process 
subsets of data sets. 
 
Users can select a subset of the configured data 
sources for each context. Functional 

DR-U1 High All Components 
GeoKnow Generator has to keep track of the 
coarse-grained provenance of a data set. Data 

DR-U2 Medium All Components 
GeoKnow Generator has to keep track of the fine-
grained provenance of single data items. Data 

IR-B1 High Generator 
GeoKnow Generator functionality can be accessed 
via REST API Interface 

FR-D4 High Generator GeoKnow has to integrate SMILA as a data source. Data 

DR-B8 High Generator 
Contexts can be defined and exported as an XML 
structure. Functional 

FR-U3 
 
 
 
 
FR-S9 
 
FR-B5 
 

High 
 
 
 
Low 
 
 
High 
 

OntoWiki-CSV-
Import 
LODGRefine 
 
Sparqlify 
LIMES 
 
TripleGeo 
 

GeoKnow Generator has to integrate knowledge 
from various public and internal sources in RDF. 
 
 
Merging of private and public data pools to be 
used together 
 
GeoKnow has to integrate internal (private) and 
external (public) data Functional 

FR-B1 
 
 
SR-S2 
 
 
FR-B3 
 

High 
 
 
Low 
 
 
High 
 

Generator 
 
 
 

GeoKnow Generator has to provide Single Sign On 
(SSO) compatibility. 
 
SSO and extra functionalities for authenticated 
users 
 
Administrators can connect authentication systems 
using a web-based admin console Security 

FR-B6 High Generator 

Administrators can manage the data sources and 
define access roles with respective access 
properties on the managed data sources. Functional 

FR-B4 High Generator 
Users can configure views and save them within a 
context in a web-based dashboard application. Functional 

FR-B7 High Generator 
GeoKnow indicates data source accessibility status 
in the dashboard. Functional 

IR-B3 High Generator 
GeoKnow has to provide a web-based admin 
console to administrators. Interface 

SR-B4 High Generator 
GeoKnow has to provide access control for public, 
protected, and private data. Security 

FR-B9 High OntoWiki 
Ontology editor users can extend and exchange 
the mapping ontology. Functional 
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FR-U1 
 
 
 
FR-S1 

High 
 
 
 
Low 

Generator 
 
 
 
Virtuoso 

For any entity, GeoKnow Generator has to identify 
all base knowledge entities with a geographical 
relation to it, such as "entirely located in", 
"partially located in", "border on", and "nearby". 
 
Advanced spatial query capabilites Functional 

FR-U7 Medium 
DBpedia 
Spotlight 

GeoKnow Generator has to integrate uncertain 
knowledge extracted from unstructured sources. Functional 

FR-U4 High FAGI 

GeoKnow Generator has to provide sophisticated 
resource matching methods based on multiple 
features for invalidating errors in original datasets. Functional 

FR-U5 High Generator 
GeoKnow Generator has to enable quality 
assurance by providing metrics. Functional 

FR-S4 Low Generator Export/Import data, also for a region of interest Functional 

FR-U8 Medium FAGI 

GeoKnow Generator has to be able to identify 
conflicts and provide solutions for solving them. 
Conflicts could be consistency issues expressed as 
rules, such as "No two distinct entities should have 
the same polygon". The solution may be (semi-) 
automatic or manual, depending on the 
configuration. Functional 

FR-U9 Medium  Generator 

In addition to rarely changing base information 
(FR-U1), GeoKnow Generator has to support highly 
dynamic information. Functional 

FR-B2 High   

Logistics users will be empowered to view supply 
chain flows in close to real time and drill down into 
the linked information layers on demand. 

  

FR-U10 Medium  Generator 
GeoKnow Generator has to preprocess data so 
they are more applicable for search strategies. Functional 

PR-U3 High  Generator 

The information created by GeoKnow Generator 
has to enable search query response times of at 
most one second for typical queries. Performance 

PR-U5 Medium  Generator 

The GeoKnow Generator has to process input 
parameters for generating strategic information in 
reasonable time. Performance 

PR-U4 Medium  Generator 

The GeoKnow Generator has to handle analytical 
queries for a reasonable user base in reasonable 
time. Performance 

DR-U6 Medium  Generator 

The GeoKnow Generator has to be able to extract 
general and user-specific information from social 
networks. Data 

SR-B6 High Generator 
All GeoKnow components have to support secure 
authorization and communication. Security 

IR-B2 High  Generator 

EDI messages are received via Secure File Transfer 
Protocol (SFTP). 
Properties for SFTP server and key management 
have to be part of the GeoKnow Admin Console. Functional 

SR-B5 High 
Generator, 
OntoWiki 

In the ontology editor, ontology and customer data 
must be separated based on roles. Security 
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DR-B9 High Generator  
GeoKnow has to provide an offline cache and 
conflict resolution options. Functional 

DR-B10 High OntoWiki 

An ontology based data model and automatic data 
converters will be used to integrate new data types 
and new message formats without a software 
update. Data 

FR-S3 Low 
GEM 

The components should be device compatible and 
usable in mobiles. Functional 

PR-S5 Low  All Components 
Scalability: the components should be able to scale 
operations across several GIS engines. Performance 

IR-S6 Low 
Visualization 
components Data reduction for different zoom levels. Functional 

IR-S10 Low 
Visualization 
components 

Visualising large number of markers, plotting 
polygons. Functional 

FR-S7 Low 
  

Improved building trace / area measurement tools 
in OSM. Functional 

FR-S8 Low 
  

Visual analysis where the user could intuitively 
select features and analyse them without having to 
dig into datasets. Functional 

FR-D1 High Facete, GEM  Possibility to browse data in the GUI. Functional 

FR-D2 High 

 Visualization 
components 

Choosing between map providers (e.g. 
OpenStreetMap, Google Maps) will require no 
coding. Functional 

FR-D3 High 

Mappify  

A widget library, based on the use-cases, with 
some widgets (e.g. for place searches, ratings, 
images and facts) being usable across multiple 
domains. Functional 

FR-U2 High Generator 

GeoKnow Generator has to log every 
processing step (mapping, matching, 
transformation, merging, 
etc.), so the processing can be monitored. 

 Functional 

FR-D5 High 

Subscription 
and notification 
service (T4.4) 

Should enable users to subscribe to arbitrary 
information adhering to certain spatial or 
semantically defined filter criteria. In a second 
development iteration, we will extend to 
subscription and notification service for GeoKnow 
with an API adhering to the Open-social standard. Functional 

DR-D6 High Generator 

Present all datasets listed in the DoW, support 
cases in which data continuously changes as well 
as bulk loading scenarios. Functional 

FR-R1 High Generator 
Dashboard to check which process is running, how 
much time left etc. Functional 

FR-R2 High Generator 

Dashboard: defines settings, configurations, etc.; 
defines which jobs have to be executed in which 
sequence; creates a bundle (batch job) and 
launches it for execution. Examples: 
- SpingBatch 
- UnifiedViews Functional 

FR-R3 High Generator 
Authentication: an extended Version for multiple 
login options such as WebID, G+, Facebook etc Functional 

FR-R4 High Generator 
Login user activities. Maybe couple it with the 
authentication module. Functional 
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FR-R5 High All Components 
Provide abstraction of the complete workflow 
independent from RDF.   

PR-R6 High All Components 
Emphasis on scalability of tools when 
possible/meaningful. Performance 

FR-E1 High ESTA-LD (T4.6) 

GeoKnow Generator has to support statistical and 
temporal geospatial information management 
including advanced analysis of spatio-temporal 
data. Functional 

FR-E2 High 

RDFUnit, RDF 
Data Cube 
Validation tool 

GeoKnow Generator has to integrate quality 
analysis services. Functional 

 

2.2 GeoKnow Generator Requirements 
In this section we present the GeoKnow Generator-specific requirements. These requirements 

prescribe the functionality of the system that integrates all developed tools and allows centralized 
management/administration of tool application workflows, users and datasets and also provides 
authentication and security functionality. 

 

Table 4: GeoKnow Generator Requirements 

Type Description 
UR 
mapping 

DR The systems shall provide preconfigured access to all datasets described in the DoW. DR-D6 

FR 
The system shall be able to access public RDF data sources: SPARQL endpoint, CKAN, 
LinkedGeoData, etc. 

FR-U3 
FR-S9 
FR-B5 

FR 
The system shall use be able to access internal data sources: SPARQL endpoint, sftp, 
databases, RDF files, CSV files. 

FR-U3 
FR-S9 
FR-B5 

FR The system shall be able to access SMILA data in RDF. DR-B7 

FR The system shall be able to convert CSV and RDB data to RDF. 

FR-U3 
FR-S9 
FR-B5 
DR-B10 

FR The system shall allow to define datasets as public or private. SR-B4 

FR The system shall provide to the user the possibility to browse into data catalogues. FR-D1 

FR The system shall allow storing the resulting dataset into a specific graph. SR-B5 

FR The system shall produce a log of each of the tasks performed. FR-U2 

FR 
The system shall produce a log of each of the tasks performed with a given pattern 
and in the different levels. FR-U2 

FR 
The system shall indicate the provenance of the resulting data using PROV-O and/or 
pav-ontology for instance. 

DR-U1 
DR-U2 
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FR The System shall provide a super user for administration purposes. FR-B6 

FR The System shall indicate the status of a given dataset (availability). FR-B7 

FR 
The system shall allow administration of datasets to provide specific access control 
to users. 

SR-B4 
FR-B6 

FR The system shall show users which data sources are currently available. FR-B7 

FR The system shall support secure authorization and communication. SR-B6 

FR Users will be able to login to the system support WebID Authentication. 

FR-B1 
SR-S2 
FR-B3 

FR The super user shall be able to define access roles. FR-B6 

FR 
The super user shall be able to assign the following access rights to data sources: no-
access, read-only or read+write (for instance) to specific users. 

FR-B6 
SR-B4 

FR Dashboard to check which process is running, how much time left etc. FR-R1 

FR 

Dashboard: defines settings, configurations, etc. and defines which jobs have to be 
executed in which sequence and create a bundle (batch job) and launch for 
execution (SpringBatch) FR-R2 

FR 
Authentication: an extended Version for multiple login options such as WebID, G+, 
Facebook etc. FR-R3 

FR Login user activities. Maybe couple it with the authentication module. FR-R4 

 

2.3 Prevailing Requirements 
Next, we briefly discuss some requirements that are considered as the most crucial for the 

GeoKnow system. 

DR-U1/DR-U2: GeoKnow Generator has to keep track of the coarse-grained provenance of a 
data set - GeoKnow Generator has to keep track of the fine-grained provenance of single 
data items. According to this requirement, provenance should be maintained both at the dataset 
level and for individual triples. For example, when the GeoKnow Generator identifies the label of a 
resource R to be Leipzig, the triple "R has label Leipzig" has to contain metadata on the origin of 
this assertion, namely the respective tuples of the original data sets. 

IR-B1: GeoKnow Generator functionality can be accessed via REST API. This is a 
fundamental requirement so that the GeoKnow system can offer a common entry point for 
accessing all Linked Data Stack tools included, realizing a loosely coupled architecture. 

FR-U3/FR-B5: GeoKnow Generator has to integrate knowledge from various public and 
internal sources in RDF. Geospatial data in shapefile, KML and GML format and PostGIS dumps 
have to be transformed and imported. For other (semi-)structured data there maybe existing RDF 
transformation tools that can be used. Though, GeoKnow system must be able to import the 
resulting RDF data. 

FR-U4: GeoKnow Generator has to provide sophisticated resource matching methods 
based on multiple features for invalidating errors in original datasets. When integrating 
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multiple sources, chances are there are multiple resource identifiers for the same entity. While 
OWL has the sameAs object property to declare identity of two entities, these properties can be 
misleading when they are used improperly. For example, the DBpedia resource for the country 
Andorra has an owl:sameAs object property referring to Geonames ID 3041563, and its capital 
Andorra La Vella refers to the same Geonames resource. When only using these sameAs 
assertions, the country and its capital would be the same. By comparing many more properties, 
such as type, labels, and associated geographic properties from many different sources, GeoKnow 
Generator should be able to identify such misleading properties, while also identifying additional 
identity relations which are not explicit. We need to be able to support the interlinking process from 
the start (i.e. identify same resources) and fuse them (produce a new resource combining 
knowledge from the interlinked data sources). 

PR-U3: The information created by GeoKnow Generator has to enable search query 
response times of at most one second for typical queries. This is an important requirement 
related to E-Commerce solutions, where users will likely not accept average search query 
response times more than one second. A typical query is "I need a popular hotel near a beach in 
April where I can go hiking and swimming, with at least 4 stars and warm weather". Represented in 
SPARQL, it consists of several basic graph patterns, sequence property paths for finding the 
weather properties of the locations of the hotel, filters on literals for the stars and weather 
properties, the closest distance to instances typed beach, and solution sequence ordering by 
multiple properties.  

FR-R5: Provide abstraction of the complete workflow independent from RDF. This 
requirement is particularly important for developers of applications that wish to utilize/extend 
GeoKnow tools. The APIs of the tools should provide as much RDF abstraction as possible, so that 
developers are not obliged to have a strong background on semantic web, in order to build on 
these tools. 

PR-R6: Emphasize on scalability of tools when possible/meaningful. Apart from Virtuoso’s 
focus on scalability, several other tools of the Linked Data Stack are expected to perform heavy-
weight processing on millions of triples, e.g. interlinking/fusion processes. Thus, for some of these 
tools, where batch processing of vast amount of data is meaningful, scalability is an important 
factor. 

FR-E1: GeoKnow Generator has to support statistical and temporal geospatial information 
management including advanced analysis of spatio-temporal data. Geospatial data is most 
often accompanied with timestamps. Therefore, support for managing and exploration of spatio-
temporal data is a highly desirable feature. Additionally, both GeoKnow use cases deal with 
company data, hence analysis and visualization of different indicators is very important for future 
users of the business applications that will be delivered within the GeoKnow framework. 
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3. Linked Data Stack 
 

In order to benefit from the knowledge previously gained, in the GeoKnow project we chose to 
build on the earlier efforts of the LOD21 project team. Our aim was to contribute improvements to 
the integration and configuration of components in the LOD2 Stack of tools and to achieve a more 
usable software Stack. Further, some of the components of GeoKnow are already part of the LOD2 
Stack, since their development started during the LOD2 project and now they are enhanced and 
geospatially extended in the framework of GeoKnow. GeoKnow’s vision slightly differs from the 
LOD2 Stack in that it aims for a domain specific integration, of geospatial functionality. Also, aims 
at providing a collaborative application through GeoKnow Generator. This calls for a tighter 
integration and should result in a smaller number of components being integrated than in the LOD2 
Stack. However, and despite these differences, the collaboration between the two projects led to a 
unified stack of tools that cover the whole lifecycle of processing Linked Data: Extraction; Storage 
and Querying; Manual Revision and Authoring; Interlinking and Fusion; Classification and 
Enrichment; Quality Analysis; Evolution and Repair; Search, Browsing and Exploration. Next, we 
first introduce the LOD2 Stack and briefly describe the main principles that are followed and which 
we adopted. Then, we describe the integrated Linked Data Stack [LDStack] (LDS), emphasizing on 
the tools that were developed or extended within GeoKnow. 

3.1 The LOD2 Stack 
The LOD2 Stack is an integrated collection of aligned tools that support the Linked Data 

lifecycle. It consists mainly of open source tools first developed or extended during LOD2 project. 
Those components are distributed through the LOD2 Stack Debian package repository2. This 
eases the installation and setup of the components on (Debian-based) Linux systems. Most of the 
components, though, are actually OS neutral, thus being able to be installed on Windows or Mac 
OS too. The LOD2 Stack aimed at (a) quick penetration into the Linked Data community, (b) loose 
integration between the components and (c) scalability to billions of triples (depending on the tool) 
and distributed deployment. 

LOD2 has developed the LOD2 Stack to ease the distribution and installation of tools that 
support the Linked Data life cycle, to ease the information flow between components and to 
enhance the end-user experience while harmonizing the look and feel. The architecture of the 
LOD2 Stack is based on three pillars: 

 Software integration and deployment using the Debian packaging system. The Debian 
packaging system is one of the most widely used packaging and deployment 
infrastructures and facilitates the packaging and integration as well as the maintenance 
of dependencies between the various components. Using the Debian system also 
facilitates the deployment of the LOD2 Stack on individual servers, cloud or 
virtualization infrastructures. 

 Use of a central SPARQL endpoint and standardized vocabularies for knowledge base 
access and integration between the different tools of the LOD2 Stack. All components 
of the LOD2 Stack access this central knowledge base repository and write their 
findings back to it. In order for other tools to make sense out of the output of a certain 
component it is important to define vocabularies for each of the stages of the Linked 
Data life-cycle. 

                                                

1 http://stack.lod2.eu/ 

2 http://wiki.lod2.eu/display/LOD2DOC/Uploading+a+Debian+package+to+the+LOD2+stack+repository 
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 Integration of the LOD2 Stack user interfaces based on REST enabled Web 
Applications. Currently the user interfaces of the various tools are technologically and 
methodologically quite heterogeneous. Thus, a common entry point for accessing the 
LOD2 Stack UI is developed, which then forwards a user to a specific UI component 
provided by a certain tool in order to complete a certain task. 

The above minimal requirements ensure there is a common foundation between all 
components in the LOD2 Stack. For developers trained in this domain the creation of an 
information flow is hence always possible. Further, API’s and vocabularies are offered to the 
component owners. 

3.2 Linked Data Stack  
In GeoKnow, we have adopted the principles and architectural/design decisions of LOD2 

Stack in order to create a stack of tools that handle the lifecycle of geospatial Linked Data. 
However, instead of producing a separate stack of tools, in collaboration with LOD2 project, we 
unified all the produced tools under a common frame: the Linked Data Stack. LDS embraces the 
main pillars of LOD2 Stack and, also, extends it with the GeoKnow Generator and Workbench, 
which adds functionality regarding the deployment of tools in integrated workflows and batch 
processing, as well as authentication functionality and management of users, components, 
datasets and provenance of data (see Chapter 4).  

3.2.1 The Linked Data Life-Cycle 
As we have mentioned, the goal of GeoKnow and the LDS is to be able to cover every aspect 

of Linked Data management, at every stage of the process of producing, managing and exploiting 
Linked Data, emphasizing their geospatial aspect, when meaningful. Figure 1 presents the eight 
stages of Linked Data Lifecycle, where beside each stage we have added the GeoKnow related 
LDS components.  

The lifecycle of Linked Data begins with their production. The challenging part in this phase is 
to be able to extract RDF data from several other formats, such as relational databases, XML files, 
geospatial formats (shapefiles, KML, GML) etc. Thus, extraction tools are required that allow (a) 
the accurate and most efficient mapping of non-semantic relations and schemata into ontologies 
adhering to Semantic Web standards (e.g. RDFS, OWL and the efficient and (b) scalable 
transformation of vast amounts of conventional data into RDF triples. 

The next step concerns the efficient storage of the extracted RDF data in ways that allow 
efficient querying of billions of triples, potentially distributed along several endpoints and by large 
numbers of users. This can be achieved by today’s RDF stores that have managed to approximate 
the efficiency of traditional RDBMSs. 

Of course, the several data sources along the web, containing either RDF or non-RDF data, 
vary significantly with respect to their quality, accuracy and correctness. Thus, upon organizing the 
data into RDF stores, one should author the data, checking their validity w.r.t. their schema, filling 
in missing data, etc. 

One of the main advantages offered by the Semantic Web, is that it facilitates the integration 
of information, which consists of three subtasks: schema mapping, interlinking and fusion. This 
process allows for the identification of similar (or exactly the same) entities through different data 
sources, the creation of links that connect these entities, as well as the fusion of their metadata 
(properties), so that unified, richer, more correct and more timely descriptions of the entities are 
generated. 

Upon the creation of links between entities, further enrichment can be pursued, exploiting their 
integration. For example, classification of entities into new classes or discovery of implicit 
properties of the entities can be achieved, by exploiting the links that interconnect the entities or by 
applying machine learning and natural language processing techniques. 
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An important factor that affects several stages of the lifecycle is the quality of the data that 
may vary through datasets, or even through different entities within the same dataset. Several 
techniques and metrics can be used for assessing quality based on characteristics such as 
provenance, context, coverage, structure, timeliness, etc. 

A key characteristics of data on the Web is that they are dynamic, thus making it important to 
record their evolution. Changes and modifications to knowledge bases, vocabularies and 
ontologies should be transparent and observable, both in dataset and in entity level, if possible. 
Further, techniques for spotting problems in knowledge bases and (semi-)automatically suggesting 
repair strategies are necessary. 

Finally, Linked Data users need to browse, explore and query data in a simple, intuitive way 
that offers them several facilities, e.g. faceted browsing, filtering and statistics on the data. 

 

LIMES (Link Discovery)
FAGI (Transformation and Fusion)

DEER (Modular Enrichment Pipeline)

RDF Data Cube Validation Tool 
(Quality Analysis)

Facete (Faceted Browser)
Mappify (App Generator)
GEM (Faceted Browser)

ESTA_DL (Spatiotemporal Explorer)

Sparqlify (RDB2RDF Converter)
TripleGeo (Shape/RDB/CSW2RDF Converter)

Virtuoso (Storage, Querying, 
Transformations)

REX (RDF Editor)

 

Figure 1: GeoKnow Tools in Linked Data Life-Cycle 

 

3.3 GeoKnow Tools 
The software components developed within GeoKnow are heterogeneous w.r.t. the way they 

are developed and used. Specifically, they differ in the type of platform used, the specific services 
provided, communication mechanisms, authentication and authorization, user interfaces, 
installation and configuration procedures, etc. However, under the principles followed by LOD2 and 
adopted by GeoKnow, they are integrated into the Linked Data Stack and GeoKnow Generator. In 
what follows, we present the whole set of tools that exist (or are soon to be added) in the LDS and 
are created or extended within GeoKnow. Table 5 presents in short the whole list of tools currently 
implemented or extended within GeoKnow. 

Table 5: List of implemented/extended tools within GeoKnow 
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Tool Name LD Life cycle Stage Relation to GeoKnow 

Sparqlify  Extraction and Loading Extended 

TripleGeo  Extraction and Loading First implemented 

Virtuoso Storage and Querying Extended 

REX Manual Revision and Authoring First implemented 

LIMES  Interlinking and Fusing Extended 

FAGI  Interlinking and Fusing First implemented 

DEER (previously GeoLift)  Classification and Enrichment First implemented 

RDF Data Cube Validation 
tool 

Quality Analysis Extended 

Facete2 
Search, Browsing and 
Exploration 

Extended 

Mappify  
Search, Browsing and 
Exploration 

First implemented 

ESTA-LD  
Search, Browsing and 
Exploration 

First implemented 

GEM  
Search, Browsing and 
Exploration 

First implemented 

 

3.3.1 Extraction and Loading 

3.3.1.1 Sparqlify 

Sparqlify [Sparqlify] is a novel SPARQL-SQL query rewriter that greatly simplifies the 

definition of RDF views thanks to the intuitive Sparqlification Mapping Language (SML). Whereas 
most current mapping approaches use RDF and XML as a means to represent the mapping 
information, Sparqlify mappings are expressed as view definitions based on the SPARQL 

grammar [SPARQLgram] that has been extended with a few custom production rules. As such, 
users that know SPARQL are already familiar with most of Sparqlify's syntactic elements.  

In general, SPARQL-to-SQL rewriters are configured with a database and a set of RDB-to-
RDF view definitions. Based on this configuration, Sparqlify compiles subsequent SPARQL 

queries into two related artifacts: An SQL query and a binding of SPARQL variables to expressions 
over the SQL query’s result set. First, the query is converted into an algebra expression. This 
expression is subsequently converted to a normal form. Given the query patterns, relevant 
Sparqlify-ML views need to be detected. After this is done, the algebra expression is rewritten to 
include those relevant views. In a next step, optimizations on the algebra expression are performed 
to improve efficiency. Finally, this algebra expression can be transformed to an SQL algebra 
expression. For accomplishing this, we define a general relational algebra for RDB-to-RDF 
mappings. The SQL query, which was obtained, is executed against the relational database. Using 
the defined mappings, the SQL result set returned by the relational database can be converted to a 
SPARQL result set. Sparqlify is deployed in the LinkedGeoData [LGD] project, where it converts 

spatial features from OpenStreetMap to RDF. 

Functionality: 

 A system capable of providing SPARQL access to relational databases, optimized to 
work with large databases. 

Interfaces: 

 Configuration: CLI, Web-based GUI. 

 Data access via HTTP SPARQL service. 
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Dependencies: 

 PostgreSQL, Apache Tomcat, Apache Jena 

3.3.1.2 TripleGeo 

TripleGeo [TripleGeo] is a geospatial ETL tool that can take as input standard geospatial data 

(ESRI shapefiles, spatial tables in Oracle Spatial, PostGIS, MySQL and IBM DB2 databases), and 
transform them into RDF triples in several RDF formats and CRS, while maintaining compliance 
with the GeoSPARQL standard, Virtuoso custom vocabulary and WGS84 RDF Geoposition 
vocabulary. It is based on the open-source utility geometry2rdf [geo2rdf].  

Execution of command-line utility TripleGeo is parameterized with a configuration file that 

declares user preferences concerning the conversion. When initiated, this process iterates through 
all features in the original dataset and emits a series of triples per record. Every geometric feature 
is turned into properly formatted triple(s), according to the specified vocabulary. Additional 
descriptive attributes can be extracted as well, including identifiers, names, or types. For the time 
being, such attributes are exported as literals, without taking into account any underlying ontology. 
Results are written into a file in a standard format for triples, like RDF/XML, Turtle, N-triples, etc., 
so that they can be readily imported into a triple store.  

Functionality: 

 Extracts data from files or DBMS. 

 Reprojects geometries in several georeference systems. 

 Exports triples in various geometry serializations including GeoSPARQL WKT. 
Interfaces: 

 Command line. 

 Web interface (via the GeoKnow Generator). 
Dependencies: 

 Apache Jena, GeoTools, GDAL/OGR, Java Topology Suite. 

3.3.2 Storage and Querying 

3.3.2.1 Virtuoso 

Virtuoso [Virtuoso] is a scalable high-performance RDF Quad Store available in open source 

and commercial forms, providing the core geospatial knowledge storage for the GeoKnow 
Generator. Virtuoso provides optimized distributed SPARQL and SQL query processing for 

heterogeneous data integration across data sources.  

Virtuoso implements a quad GSPO, composed of Graph, Subject, Predicate, and Object. All 

quads are stored in one table, where GSP values are IRIs, whereas O is any SQL serializable 
object. SPARQL is embedded and translated into SQL for querying RDF data stored in 
Virtuoso’s database. The default RDF index scheme consists of two full indices over RDF quads 

plus three partial indices. This index scheme is generally adapted to all kinds of workloads, 
regardless of whether queries generally specify a graph. Spatial indexing is performed with a 2-
dimensional R-tree implementation.  

The latest version Virtuoso 7.1 release, delivers massively scalable hybrid (RDF Graph & 
SQL) DBMS for secure, high-performance, Big Data management and integration. The new 
columnar storage engine introduced in this release greatly reduces the RAM needs of RDF 
workloads, providing benefits in terms of performance and cost of deployment. Vectorized 
execution boosts performance of RDF oriented index-lookup joins and shared-nothing cluster 
communications. Using column store techniques boosts space efficiency and query performance 
for RDF-based Linked Data deployment and management.  
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Support for the following geometry types and functions have been added as part for the 
GeoKnow project with only points having been supported previously.  

 Geometry Data Types: Point, MultiPoint, LineString, MultiLineString, Box, Polygon, 
MultiPolygon, GeometryCollection.  

 Geometry functions: geoc_epsilon(), geometrytype(), st_affine(), st_geometryn(), 
st_get_bounding_box_n(),, st_intersects(), st_linestring(), st_numgeometries(), 
st_transform_by_custom_projection(), st_translate(), st_transscale(), st_contains(), 
st_may_contain(), st_may_intersect() . 
 

Functionality: 

 A middleware and database engine hybrid that combines the functionality of a 
traditional RDBMS, ORDBMS, virtual database, RDF, XML, free-text, web application 
server and file server functionality with Geo-Spatial support in a single system. 

Interfaces: 

 SQL, SPARQL, HTTP, ODBC, JDBC, OLEDB, ADO.Net, Jena, Sesame, Redland, 
LDP, XPath, XQuery. 

Dependencies: 

 C runtime 

3.3.3 Manual Revision and Authoring 

3.3.3.1 REX 

REX [RDFE] is a JavaScript framework that comprises: (a) A set of angular directives to 

annotate HTML elements (similar to RDFa) for dynamically creating RDF data from the state of 
form controls and (b) A set of custom form controls - currently <rdf-term-input> and <geometry-
input>. 

3.3.4 Interlinking and Fusing 

3.3.4.1 LIMES 

LIMES [LIMES] is a link discovery framework for the Web of Data which addresses both the 

time complexity of link discovery and the complexity of discovering accurate link specifications. To 
address the time complexity problem, LIMES implements a hybrid approach which uses set 
semantics to combine the output of manifold measure specific algorithms. The second problem is 
addressed by novel unsupervised as well as supervised (batch and active) approaches to learning 
link specifications 

LIMES implements novel, time-efficient approaches for link discovery in metric spaces. It 

applies different approximation techniques to compute estimates of the similarity between 
instances. These estimates are then used to filter out a large amount of those instance pairs that 
do not suffice the mapping conditions. By these means, LIMES can reduce the number of 

comparisons needed during the mapping process by several orders of magnitude. The approaches 
implemented in LIMES include the original LIMES algorithm for edit distances, REEDED for 
weighted edit distances, HR3, HYPPO, and ORCHID. Moreover, LIMES implements supervised 

and unsupervised machine-learning algorithms for finding accurate link specifications. The 
implemented algorithms include the supervised, active and unsupervised versions of EAGLE, 
COALA and EUCLID.  

Functionality: 

 Execution of link specifications, learning of link specifications, ontology matching. 
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Interfaces: 

 SAIM GUI. 

 Command Line. 

 REST. 

 GeoKnow Generator. 
Dependencies: 

 none 

3.3.4.2 FAGI 

The FAGI [FAGI-tr, FAGI-gis] framework currently consists of two separate tools. The first one, 

FAGI-tr (FAGI for transformations), handles the recognition of different RDF representations of 

spatial features in RDF, that is different vocabularies, literal (feature values) formats and 
coordinate reference systems, and the transformation of these representations from one to 
another. The second tool, FAGI-gis (FAGI for geospatial processing), implements the 

infrastructure for performing geospatial transformations on RDF geometry features, so that they 
can be used on complex fusion facilities, where geometries much change or be combined in order 
to be fused. Also, it supports fusion of non-spatial metadata, link validation and discovery, as well 
as training on past fusion action for automatically recommending fusion actions. 

Functionality: 

 Transforms RDF triples w.r.t. the geospatial vocabularies they use. 

 Performs transformations on the geometries of linked entities. Validates links between 
entities based on the distance of their geometries. Supports a set of fusion actions 
regarding the geometries of the linked entities, as well as non-spatial properties. Trains 
on past fusion actions to recommend fusion strategies. 

Interfaces: 

 Web-based GUI. 

 Command line. 
Dependencies: 

 Virtuoso. 

 PostGIS. 

3.3.5 Classification and Enrichment 

3.3.5.1 DEER (previously GeoLift) 

DEER [DEER] is a spatial mapping component which aims to enrich RDF datasets with 

geospatial information. To achieve this goal, DEER relies on three atomic modules based on 

dereferencing, linking and Named Entity Recognition and Disambiguation. The dereferencing 
module enriches the geospatial datasets by finding the URI objects in the source dataset and 
dereferencing the URIs in order to add related geographical information, e.g. geo:lat if it exists. The 
linking module adds valuable geospatial information to the datasets through linking the dataset that 
is targeted to be enriched with another dataset. This produces geospatial relationships that are 
associated to the linked URIs in the enriched dataset. The Named Entity Recognition and 
Disambiguation is based on the FOX and AGDISTIS frameworks, which find person, location and 
organization mentions in text and ground them in DBpedia.  

Functionality: 

 Generic architecture for integrating modules and operators, workflow processing to 
enrich geographic content in the web. 

Interfaces: 
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 GUI. 

 REST interface.  

 Command line. 

 GeoKnow Generator. 
Dependencies: 

 none 
 

3.3.6 Quality Analysis 

3.3.6.1 RDF Data Cube Validation Tool 

RDF Data Cube Validation tool [JMV13] ensures the quality of statistical datasets by 

providing functionality for validating integrity constraints defined in the W3C RDF Data Cube 
specification3, identifying violating resources, presenting a description of the problem and offering 
automatic fixes for the identified errors. Main purpose of the tool is to validate and repair Data 
Cubes prior to processing and/or visualizing them with other tools such as ESTA-LD (which is also 
a part of the Linked Data Stack).  

Functionality: 

 Validation and repair of RDF Data Cubes based on integrity constraints defined in the 
RDF Data Cube vocabulary. 

Interfaces: 

 Web-based GUI. 
Dependencies: 

 Virtuoso. 
 

3.3.7 Search, Browsing and Exploration 

3.3.7.1 Facete 

Facete [Facete] is a web-based exploration and visualization application for the spatial 

faceted browsing of RDF data. It provides domain independent faceted filtering capabilities 
operating directly on SPARQL. Facete automatically detects spatial information of resources 

satisfying a given facet selection and displays them on a map. This mechanism also works for 
cases where the geometric information is only indirectly related to the corresponding resources. 
Thus, the tool allows browsing SPARQL-based spatial datasets, giving visual feedback and 
instantly updating the map according to the adjusted selection criterion.  

Functionality: 

 Data-driven faceted browsing application tailored for spatial data, relationship finder for 
concepts, creation of custom data views. 

Interfaces: 

 Web-based GUI. 
Dependencies: 

 Sparqlify for client side SPARQL access to the spring-batch job execution state. 
Apache Tomcat 

                                                

3http://www.w3.org/TR/vocab-data-cube/ 

http://www.w3.org/TR/vocab-data-cube/
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3.3.7.2 Mappify 

Mappify [Mappify] is a web application for easily creating map views displaying concept based 

points of interest. Providing faceted exploration capabilities, Mappify allows users to define 

custom concepts on a SPARQL endpoint. These might be, e.g., restaurants that serve fish and are 
accessible by wheelchair. Users are able to quickly style the map display of such custom concepts 
by choosing marker icons and defining templates for the content to show when clicking them. 
These settings can be exported, embedded in an HTML snippet, which contains all the information 
to render the configured map and can be integrated in a web site. This enables users to easily 
create their own individual map views combining the presentation of different custom points of 
interest on one map.  

Functionality: 

 Enables flexible creation of custom views on spatial data: SPARQL result sets are 
mapped to JSON objects, which are then used to style the appearance of markers and 
the content of popups. Configurations can be exported and embedded into other web 
pages. 

Interfaces: 

 Web-based GUI. 
Dependencies: 

 Apache Tomcat. 

3.3.7.3 ESTA-LD 

ESTA-LD (Exploratory Spatiotemporal Analysis) will provide advanced spatiotemporal analysis 

of data and statistics that appear at different levels of granularity. The RDF Data Cube 
Validation tool will be used for quality analysis and preprocessing of data, uploaded in a form of 

a graph in the local RDF store. ESTA-LD component will support common analysis in space and 
time dimension for resources described with standard vocabularies including RDF Data Cube 
vocabulary, Organization vocabulary, Registered Organization vocabulary. For business users 
interested in spatial analysis of different statistical indicators and business entities, an advanced 

GUI will be developed that will allow drill‐down style online access to highly granular data. 

Functionality: 

 Exploration of spatio-temporal RDF data. 
Interfaces: 

 Web-based GUI. 
Dependencies: 

 Virtuoso. 

3.3.7.4 GEM 

GEM (Geospatial-semantic Exploration on the Move) will represent a mobile version of Facete, 

with an additional authoring component that will allow for online updates of geospatial and related 
information by a user on the move. The tool will consist of three main components: a slippy map, 
semantic facet filtering, and authoring component. Slippy map will be used for quick and easy 
exploration of geographic areas, showing the user's own position and the surrounding area. 
Semantic facet filtering component will allow users to filter out unwanted information, while the 
authoring component will enable quick editing of existing information and adding new information 
on the move. The tool will be available on at least one major mobile platform (Android, iOS, 
Windows Phone) in order to reach a larger target population and spark community engagement 
and contribution. 

Functionality: 
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 Visualization, exploration and authoring of geospatial RDF data on mobile devices. 
Interfaces: 

 Mobile GUI. 
Dependencies: 

 none 

3.4 Other Relevant Tools 
Next, we present tools developed by several projects and are included in the Linked Data 

Stack. The following tools, although not necessarily focused on geospatial Linked Data, 
complement and enrich the functionality offered by the Linked Data Stack. 

3.4.1 Extraction and Loading 
 Lodrefine4. It is a LOD-enabled version of OpenRefine LOD-enabled version of 

OpenRefine, previously known as Google Refine. It contains all the extensions to work 
with Linked Data. 

 Lodgrefine5. LODGrefine is a latest version of Google Refine with integrated 

extensions that make it possible to reconcile data with DBpedia, to extend it with 
columns from DBpedia, to extract entities from text (e.g.) descriptions using Zemanta 
API. Google Refine is one of the best tools for cleansing and linking (tabular) data. 

 D2r6. D2R Server is a tool for publishing relational databases on the Semantic Web. 

D2R Server is a tool for publishing relational databases on the Semantic Web. It 
enables RDF and HTML browsers to navigate the content of the database, and allows 
applications to query the database using the SPARQL query language. 

 PoolParty7. It is a thesaurus management system and a SKOS editor for the Semantic 
Web including text mining and linked data capabilities. The system helps to build and 
maintain multilingual thesauri providing an easy-to-use interface. 

3.4.2 Storage and Querying 
 SIREn8. It is a Lucene plugin that allows efficient indexing and querying of RDF, as well 

as any textual document with an arbitrary amount of metadata fields. 

3.4.3 Manual Revision and Authoring 
 RDFauthor is a JavaScript library that provides web developers with a set of 10+ 

widgets for editing RDF data. This library powers the edit features in OntoWiki. The 
widget collection includes, among others, a markdown editor; time, date and image 
pickers; a map widget with geocoding and reverse-geocoding support; and an RDF 
term editor. RDFa and SPARQL data sources are supported. RDFauthor is capable of 

computing changes between the state of the data before and after an edit. In the case 
of SPARQL data sources, RDFauthor can directly apply changes at the source using 

SPARQL 1.1/Update queries. Alternatively, custom strategies for processing data 
modifications can be plugged in. 

                                                

4 http://code.zemanta.com/sparkica/ 

5 https://github.com/sparkica/LODGrefine 

6 http://d2rq.org/ 

7 http://www.poolparty.biz/poolparty-thesaurus-manager-3-0-release-notes/ 

8 http://rdelbru.github.io/SIREn/ 



  D1.2.1 – v. 2.0 

 

Page 26 

 OntoWiki [OntoWiki] is an application that facilitates the visual presentation of a 

knowledge base as an information map, with different views on instance data. It 
enables intuitive authoring of semantic content, with an inline editing mode for editing 
RDF content, similar to WYSIWIG for text documents. It constitutes a data wiki with a 
huge base set of features as well as application framework for knowledge intense 
applications. It supports Web-based, GUI, SPARQL, JSON/RPC and Command line 
interfaces and it has dependencies on Virtuoso. 

 PoolParty. It is a thesaurus management system and a SKOS editor for the Semantic 

Web including text mining and linked data capabilities. The system helps to build and 
maintain multilingual thesauri providing an easy-to-use interface. 

3.4.4 Interlinking and Fusing 
 Lodrefine. It is a LOD-enabled version of OpenRefine, previously known as Google 

Refine. It contains all the extensions to work with Linked Data. 

 Lodgrefine. LODGrefine is a latest version of Google Refine with integrated 

extensions that make it possible to reconcile data with DBpedia, to extend it with 
columns from DBpedia, to extract entities from text descriptions using Zemanta API. 
Google Refine is one of the best tools for cleansing and linking (tabular) data. 

 Silk9. The Silk Link Discovery Framework generates RDF links between data items 
based on user-provided link specifications. 

 Sieve10. It allows Web data to be filtered according to different data quality assessment 
policies and provides for fusing Web data according to different conflict resolution 
methods. 

3.4.5 Classification and Enrichment 
 DL-Learner [DLlearner]. It is a framework that provides a set of (semi-)supervised 

machine learning algorithms for knowledge bases, specifically for OWL ontologies and 
SPARQL endpoints. The goal of DL-Learner is to support knowledge engineers in 
constructing knowledge and learning about the data they created, by generating 
axioms and concept descriptions which fit the underlying data. DL-Learner is used in 
the backend of the ORE and RDFUnit tools.  

 Dbpedia Spotlight11 and UI12. DBpedia Spotlight is a tool for automatically 

annotating mentions of DBpedia resources in text. It also includes a demo UI to 
demonstrate its web service. 

3.4.6 Quality Analysis 
 R2RLint: Since relational databases are an important source considered in the 

extraction phase, the RDB2RDF approach should also be assessed with regards to the 
quality of the DB2RDF mappings and the generated RDF data. R2RLint is a 
framework, currently developed for RDB2RDF quality assessment taking the specifics 
of the underlying relational database and its transformation process to RDF into 
consideration. R2RLint is a command line tool, designed to be easily extendible with 
own metrics.  

                                                

9 http://wifo5-03.informatik.uni-mannheim.de/bizer/silk/ 

10 http://sieve.wbsg.de/ 

11 https://github.com/dbpedia-spotlight/dbpedia-spotlight/ 

12 https://github.com/dbpedia-spotlight/demo 
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  RDFUnit [RDFUnit] framework is a software tool implementing the test-driven data 

quality methodology. The main idea of this approach is to provide general SPARQL 
query patterns to discover common data quality issues. These patterns can then be 
instantiated for a given dataset or vocabulary, which leads to executable and reusable 
test cases. Such instantiations can be performed manually by a domain expert or 
generated automatically considering the schema information of the vocabulary. 
Besides the core framework, there is also a web front end allowing assess to arbitrary 
SPARQL endpoints.  

3.4.7 Evolution and Repair 
 ORE [ORE] (Ontology Repair and Enrichment) allows knowledge engineers to improve 

an OWL ontology or SPARQL endpoint backed knowledge base by fixing logical errors 
and making suggestions for adding further axioms to it. ORE uses state of the art 
methods to detect errors and highlight the most likely sources for the problems. To 
harmonize schema and data in the knowledge base, algorithms of the DL-Learner 
framework are integrated. It supports a Web-based GUI. 

 Lodrefine. It is a LOD-enabled version of OpenRefine LOD-enabled version of 

OpenRefine, previously known as Google Refine. It contains all the extensions to work 
with Linked Data. 

 Lodgrefine. LODGrefine is a latest version of Google Refine with integrated 

extensions that make it possible to reconcile data with DBpedia, to extend it with 
columns from DBpedia, to extract entities from text (e.g.) descriptions using Zemanta 
API. Google Refine is one of the best tools for cleansing and linking (tabular) data. 

3.4.8 Search, Browsing and Exploration 
 CubeViz [CubeV] is a facetted browser for statistical data utilizing the RDF Data Cube 

vocabulary which is the state of the art in representing statistical data in RDF. This 
vocabulary is compatible with SDMX and is increasingly being adopted. Based on the 
vocabulary and the encoded Data Cube, CubeViz is generating a facetted browsing 
widget that can be used to interactively filter observations to be visualized in charts. 
Based on the selected structure, CubeViz offers beneficiary chart types and options 
which can be selected by users. 

 AutoSPARQL [ASP] provides robust question answering over RDF data by combining 

methods from several research areas, such as: (a) natural language processing for 
creating sophisticated semantic representations of questions and (b) inductive active 
learning for incorporating user feedback. The tool converts a natural language 
expression to a SPARQL query, which can then retrieve the answer of a question from 
a given triple store. 

3.5 LDS Integration and Deployment 
The Linked Data Stack serves two main purposes. The first aim is to ease the distribution and 

installation of tools and software components that support the Linked Data publication cycle. As a 
distribution platform, we have chosen the well-established Debian packaging format. The second 
aim is to smoothen the information flow between the different components to enhance the end-user 
experience by a more harmonized look and feel. 

3.5.1 Debian Packaging 
In the Debian package management system, software is distributed in architecture-specific 

binary packages and architecture-independent source code packages. A Debian software package 
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comprises two types of content: (1) control information (incl. metadata) of that package, and (2) the 
software itself. 

The control information of a Debian package will be indexed and merged together with all 
other control information from other packages available for the system. This information consists of 
descriptions and attributes for: 

a. The software itself (e.g. licenses, repository links, name, tagline). 
b. Its relation to other packages (dependencies and recommendations). 
c. The authors of the software (name, email, home pages). 
d. The deployment process (where to install, pre and post install instructions). 

The most important part of this control information is its relations to other software. This allows 
the deployment of a complete stack of software with one action. The following dependency 
relations are commonly used in the control information: 

 Depends: This declares an absolute dependency. A package will not be configured 
unless all of the packages listed in its Depends field have been correctly configured. 
The Depends field should be used if the depended-on package is required for the 
depending package to provide a significant amount of functionality. The Depends field 
should also be used if the install instructions require the package to be present in order 
to run. 

 Recommends: This declares a strong, but not absolute, dependency. The 
Recommends field should list packages that would be found together with this one in 
all but unusual installations. 

 Suggests: This is used to declare that one package may be more useful with one or 
more others. Using this field tells the packaging system and the user that the listed 
packages are related to this one and can perhaps enhance its usefulness, but that 
installing this one without them is perfectly reasonable. 

 Enhances: This field is similar to Suggests but works in the opposite direction. It is 
used to declare that a package can enhance the functionality of another package. 

 Conflicts: When one binary package declares a conflict with another using a Conflicts 
field, the Debian package management system will refuse to allow them to be installed 
on the system at the same time. If one package is to be installed, the other must be 
removed first. 

All of these relations may restrict their applicability to particular versions of each named 
package (the relations allowed are <<, <=, =, >= and >>). This is useful in forcing the upgrade of a 
complete software stack. In addition to this, dependency relations can be set to a list of alternative 
packages. In such a case, if any one of the alternative packages is installed, that part of the 
dependency is considered to be satisfied. This is useful if the software depends on a specific 
functionality on the system instead of a concrete package (e.g. a mail server or a web server). 
Another use case of alternative lists are meta-packages. A meta-package is a package which does 
not contain any files or data to be installed. Instead, it has dependencies on other (lists of) 
packages. 

3.5.2 Stack Installation 
The Linked Data Stack is available at [LDStack]. Our reference OS is Ubuntu 12.04 LTS. Most 

of the components run on old or more recent releases without a problem. In general, deploying the 
LDS software or parts of it is simple. There are only two steps to execute in order to install it: (1) 
Add the Linked Data Stack package repository to the system’s repository list and update the 
repository index and (2) Install desired software packages by using a graphical or text-based 
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package management application. The procedure can be executed using graphical front-ends like 
Synaptic13. Using the command line the Linked Data Stack installation is performed as follows: 

# download the repository package 
wget http://stack.linkeddata.org/download/lds-repo.deb 
# install the repository package 
sudo dpkg -i lds-repo.deb 
# update the repository database 
sudo apt-get update 

 

The actual list of components available to install can be found in the LDS website14. GeoKnow 
has also contributed to the Stack by providing a web-based application, the GeoKnow Generator, 
that integrates some of the components of the stack. The Generator can be installed through the 
command line as follows: 

# install GeoKnow Generator 
# with dependendent components from Linked Data Stack 
sudo apt-get geoknow-generator-ui 

3.5.3 Data Integration, Authentication and Provenance 
All components in the Linked Data Stack act upon RDF data and are able to communicate via 

SPARQL with the central system-wide RDF quad store (i.e. SPARQL backend). This quad store 
(Virtuoso) manages user graphs (knowledge bases) as well as a set of specific system graphs 
where the behaviour and status of the overall system is described. The following system graphs 
are currently used: 

Package Graph: In addition to the standard Debian package content, each Linked Data Stack 
package consists of a RDF package info which contains: 

 The basic package description, e.g. labels, dates, maintainer info (this is basically 
DOAP data and redundant to the classic Debian control file). 

 Pointers to the place where the application is available. 

 A list of capabilities of the packed software (e.g. resource linking, RDB extraction). 
These capabilities are part of a controlled vocabulary. The terms are used as pointers 
for provenance logging and access control definition. 

Upon installation, the package info is automatically added to the package graph to allow 
querying which applications are available and what is the user able to do with them. 

Access Control Graph: This system graph implements a simple authentication and a graph 
level authorisation. It describes which users are able to use which capabilities and have access to 
which graphs. The default state of this graph contains no restrictions, but could be used to restrict 
certain authorisation control to specific capabilities. 

Provenance Graph: Each software package is able to log system-wide provenance 
information to reflect the evolution of a certain knowledge base. Different ontologies are developed 
for that use-case. To keep the context of the Linked Data Stack, we use the controlled capability 
vocabulary as reference points.  

In addition to the SPARQL protocol endpoint, application packages can use a set of APIs 
which allow queries and manipulation currently not available with SPARQL alone (e.g. fetching 
graph information and manipulating namespaces). The Debian system installer application 
automatically adds and removes package descriptions during install/upgrade and remove 

                                                

13 http://www.nongnu.org/synaptic/ 

14 http://stack.linkeddata.org/components/ 



  D1.2.1 – v. 2.0 

 

Page 30 

operations. All other packages are able to use the APIs as well as to create, update and delete 
knowledge bases. 

4. GeoKnow Generator  
 

The Linked Data Stack, as described in the previous chapter, is a loosely coupled collection of 
linked data tools developed in the context of several LOD2 and GeoKnow projects, aiming to 
attract more tools and to be self-sufficient and sustainable. The GeoKnow Generator (GKG) is an 
instantiation of the LDS specifically suited and extended for geospatial linked data. It is based on 
LDS tools and, in addition, provides several administrative components and utilities catering for 
business-related requirements. 

The GKG comprises a Spatial Knowledge Store persistency component, which is an 
integrated combination of (possibly multiple) legacy GIS databases and the Virtuoso RDF store. 
The integration of both legacy GIS and Virtuoso triple store can be realized using Virtuoso’s virtual 
database capabilities, which integrate third party data management systems via ODBC. Federation 
of this sort provides ready access for extracting, transforming and loading the relevant data into the 
Virtuoso GIS. At present, Virtuoso supports an R-tree based GIS index with all SQL MM data 
types, i.e. it is compatible with PostGIS data types and EWKT format. With the GIS capability 
inside the Virtuoso store queries can profit from the proximity of GIS and RDF data and Virtuoso's 
scale-out capabilities. Via a spatially extended SPARQL interface, the spatial Linked Data fusing, 
interlinking and aggregation features are plugged into the GeoKnow Generator. The geospatial 
SPARQL extension is modelled after the SQL MM geospatial extension but we plan to take this 
capability further by building database resident route planning and other data intensive logic that 
goes beyond just query evaluation. The same interface is used to integrate adaptive spatial 
exploration and authoring tools. All GeoKnow Generator components can access remote Linked 
Data sources as background knowledge via incremental import of the data. The import strategies 
may thereby benefit from several technologies, such as the Virtuoso sponger middleware or 
federated SQL. In turn, the GeoKnow Generator itself serves as a SPARQL and Linked Data 
endpoint in the Linked Data Web. For radically simplified usage and virtually unlimited scalability, 
the GeoKnow Generator will be deployable on cloud computing and virtualisation platforms, such 
as RightScale, Amazon EC2, ElasticHosts, Virtualbox or Oracle’s Public Cloud. 

4.1 Architecture 

4.1.1 High-Level Overview 
The architectural approach is guided by the idea to build on existing building blocks as much 

as possible and to focus the development activities on those components that are original to 
GeoKnow. A high‐level architectural overview is depicted in Figure 2. 
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Figure 2: High-Level GeoKnow Architecture 

 

The system is integrated around Virtuoso RDF store that allows efficient storing, processing 
and querying capabilities on geospatial RDF data. The technology stack component includes the 
majority of the tools for geospatial RDF processing that are part of LDS and are described in the 
previous chapter. Although GKG and LDS are designed to be general enough, regarding the 
vocabularies, formats and data sources they support, in GeoKnow we built them considering use 
cases and the respective datasets from E-Commerce and Supply Chain Management. Finally, 
GKG integrates the implemented technologies in a loosely coupled manner where the tools 
communicate through Virtuoso and with restful services. 

4.1.2 Detailed Architecture 
Figure 3 presents the detailed GeoKnow Architecture. The two basic components of the 

system are (i) The stack of tools that handle all aspects of the lifecycle of handling geospatial RDF 
data and (ii) the GKG Workbench that integrates the stack of tools and offers advanced processing 
and management capabilities. 

GKG supports a wide range of input formats. Both Virtuoso RDF store and the two ETL tools 
allow extracting and loading geospatial RDF data from several sources. Overall, GKG can take as 
input geospatial RDBMs and files (e.g. shapefiles or kml files) and produce RDF triples, conforming 
to GeoSPARQL standard. Also, loading RDF triples from files or SPARQL endpoints is supported. 
Finally, there is the option of loading OSM data, as well as reading from CWS services and 
producing RDF data that are eventually stored in Virtuoso.  

Virtuoso constitutes the central point of the loosely coupled integration between the various 
implemented tools for managing geospatial RDF data. Every tool reads its input (e.g. the graph 
URI of the dataset to be processed) and writes its output in Virtuoso. The GeoKnow tools 
implement all the phases of the linked data lifecycle, as described in Section 4.2.2 (and in more 
detail in Section 3.3). Over the several layers of processing (authoring, interlinking, quality 
analysis, etc.), lie the visualization tools of the stack that provide visualization and browsing 
functionality on geospatial and spatiotemporal RDF data in the form of web (desktop and mobile) 
interfaces.  
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Finally, the GKG Workbench integrates all the stack tools in a graph-based workflow, which 
allows the user to easily manage which tools to deploy and the respective generated data. The 
Workbench also offers advanced user management facilities, such as authentication/authorization 
management, dataset management and provenance management. In Section 4.2, we present the 
components of GeoKnow Generator in more detail: first we describe the GKG Workbench and then 
we refer to the LDS tools that are currently part (or in the process of being integrated to) the GKG. 
Finally, we describe the authentication mechanism that is implemented in GKG. 

 

 

Figure 3: Detailed GeoKnow Architecture 
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4.2 Components 

4.2.1 GeoKnow Generator Workbench 
The GeoKnow Generator unifies several different software tools for application users or 

application developers. The software tools that target expert users in DB administration or 
designers are essentially web applications and accessible through the Debian repository of the 
LDS. The Generator Workbench is GeoKnow’s main application that integrates preconfigured 
components from the Stack according to the Linked Data lifecycle as a workflow. It provides 
access to public data catalogues of the domain of knowledge and the option to add proprietary 
datasets. It also aims to provide a layer for user administration, authorization and provenance. The 
components that are integrated in this Workbench communicate using HTTP, REST or SPARQL 
protocols. 

4.2.2 GeoKnow Generator Components 
As previously described, extraction of RDF data is supported both by Virtuoso and by the two 

implemented stack tool: Sparqlify and TripleGeo. Sparqlify is a SPARQL-SQL query rewriter that 
allows the definition of RDF views using a Sparqlification Mapping Language. This way, it enables 
SPARQL queries on relational databases. TripleGeo is an ETL utility that can extract geospatial 
features from various sources (shapefiles, geospatial DBMSs, CWS services) and transform them 
into Basic Geo or GeoSPARQL compatible RDF triples.  

Virtuoso is a scalable high-performance RDF Quad Store available in open source and 
commercial forms, providing the core geo spatial knowledge storage for the GKG. It provides 
optimized distributed SPARQL and SQL query processing for heterogeneous data integration 
across data sources. At its latest version 7.1, Virtuoso delivers massively scalable hybrid (RDF 
Graph & SQL) DBMS for secure, high-performance, Big Data management and integration. 
Columnar storage strongly reduces the RAM needs of RDF workloads, which benefits performance 
and cost of deployment.  

Authoring is supported by OntoWiki and Adaptive Widget Choreography that allow the visual 
presentation of a knowledge base as an information map, with different views on data and enable 
intuitive authoring of semantic content, with an inline editing mode for editing RDF content.  

Interlinking and fusion of geospatial RDF datasets is supported by LIMES and FAGI 
respectively. LIMES allows efficient identification of matching RDF resources between RDF 
datasets. It employs functions that measure both textual similarity and geospatial proximity in order 
to identify matching entities and it applies approximation techniques to compute estimates of the 
similarity between instances, reducing by orders of magnitude the calculations required. FAGI 
supports alignment of geospatial RDF vocabularies and allows the fusion of interlinked RDF 
entities. To this end, it implements several fusion strategies that take into account both non-spatial 
and spatial properties of the linked entities.  

DEER and DL-Learner support functionalities for enriching linked data. DEER recognizes 
implicit and explicit geospatial information within data and enriches RDF entities with it. To achieve 
this goal, DEER relies on three atomic modules based on dereferencing, interlinking and NLP. DL-
Learner is a tool for learning concepts in Description Logics (DLs) from user-provided examples. 
Equivalently, it can be used to learn classes in OWL ontologies from selected objects. Thus, it 
allows the enrichment of RDF data schema. 

Quality analysis is handled by RDFUnit and RDF Data Cube Validation Tool. RDFUnit is a test 
driven data-debugging framework that can run automatically generated (based on a schema) and 
manually generated test cases against an endpoint. All test cases are executed as SPARQL 
queries using a pattern-based transformation approach. RDF Data Cube Validation Tool aims at 
speeding-up the processing and publishing of Linked Data in RDF Data Cube format. Its main use 
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is validating the integrity constraints, improved understanding of the RDF Data Cube vocabulary, 
as well as manual and automatic repair of observed/identified errors. 

ORE [ORE] is the stack tool that supports ontology repair. ORE uses OWL reasoning to detect 
inconsistencies and unsatisfiable classes. State of the art methods are then used to detect the 
most likely sources for the problems. In a simple process, the user can create a repair plan to 
resolve a problem, while maintaining full control over desired and undesired inferences. 

Several GKG tools support the goals of visualizing and exploring geospatial RDF data. Facete 
[Facete] offers advanced faceted search techniques and visualization of data. Mappify [Mappify] 
facilitates the creation of simple map applications based on RDF data retrieved from a SPARQL 
endpoint. GEM is essentially the mobile version of Facete, while ESTA-LD will provide advanced 
spatiotemporal analysis of data and statistics at different levels of granularity. Finally, CubeViz is 
an OntoWiki component providing faceted browsing in statistical data in the Linked Data Web. 

4.2.3 Dashboard 
The GeoKnow Generator Dashboard will allow users to build processing workflows by 

combining GeoKnow Generator tools. This way, the users will be able to configure which LD 
lifecycle processing they want to execute on their data and assign the batch processing tasks to 
the Dashboard, without further interaction being required. At the time this document is being 
prepared GKG Dashboard is under development, however, the main requirements of the system 
have already been identified. Below they are organized into two categories: Existing GKG 
Requirements and Additional Dashboard-specific Requirements: 

Existing Requirements: 

 Extensive logging of processing steps (FR-U2) 

 Quality metrics integration (FR-U5 related) 

 At least support some part of the process for building metricssubset selection 
extraction (single resources or other subset to be read using parameters) (FR-U6) 

 Conflict resolution / feedback options (FR-U8, DR-B9) 

 At least have options to review uncertain data and accept some of them (not required 
for the dashboard tool, but as an extension point) data provenance (DR-U1, DR-U2) 

 Needs to track the source graphs of processed data (quad instead of triple) SSO 
support (FR-B1) 

 Modular authentication systems support (FR-B3) 

 Configurable views (FR-B4) 

 Indication for data source accessibility (FR-B7) 

 Access control (SR-B4, SR-B6) 
 

Additional Requirements: 

 Extensive listener support (on job, step, and components) 

 Partitioning / Parallel execution to speed up some jobs 

 Extensible item interface (for flexibility) 

 Process execution statistics 

 Process execution parameters for ad-hoc configuration 

 Process design tooling 

 Scheduling 

 Meta-processes (including splits etc.) 
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4.3 Integration 
Depending on the nature of the component, in GeoKnow framework, we have identified the 

following different integration solutions: 

 REST-based APIs. The most straight forward integration consisting of a stand-alone 
component application that provides services. 

 Web applications. The component provides all its functionality within an application 
and has its own user interface. Some communication between the component and the 
integration application has to be defined, and the user experience is compromised 
because users have to deal with different interfaces. 

 Libraries. If the component is available as a library (e.g. jar), a component interface is 
required, and in some cases adaptation of communication and data processing is also 
necessary. 

 Desktop applications. This is the most hard to integrate due to its nature, a different 
integration strategy has to be defined and considerable effort from the component 
developer is required. 

4.3.1 Schema 
Further, by adopting the Linked Data Integrated Stack Schema ([LDSS] and Appendix Section 

7.1), we defined the GeoKnow Generator Vocabulary, that prescribes guidelines for the 
developers, w.r.t. the metadata each tool provides. These metadata regard the type of the 
component, login information, the name of the dataset/RDF graphs used, the input/output of the 
tool, etc. This vocabulary is constantly being extended, in order to be able to define rules that will 
ensure the effective integration of the tools, within the loosely coupled frame we have adopted. 

AuthenticationThe GKG authentication system is based on Virtuoso graph security15. Using 
Virtuoso graph security, it is possible to create public and private graphs. Public graphs can be 
accessed by anonymous and registered users, while private graphs are restricted to the users that 
created them and the administrators. 

In order to authenticate users, the GKG is configured with an administrator account in Virtuoso 
and details about all user accounts are stored in an accounts graph in the Virtuoso graph store. In 
addition, the GKG system user has permissions on the global settings graph - which defines 
default settings for public users. Upon registering, a new user is registered in the accounts graph 
and a private settings graph is created specifically for that user. The GKG sends an email to the 
supplied email address with the username and password. 

The Generator Workbench verifies, each time a page is loaded or refreshed within the GKG, 
whether a user cookie is set in the browser. If there is no cookie set, then only publicly accessible 
graphs are shown and can be used. Alternatively, the user can login and the GKG verifies the 
username and password against the accounts graph. Once the user has been verified, the 
Generator sets a cookie in the browser and the user is logged in. Each time the page is refreshed 
or changed, the user stays logged in based on the cookie and has access to their own graphs, as 
well as public ones. 

When a logged in user creates graphs, these are registered in the user’s own settings graph. 
The user can choose to make the graphs private, shared with other registered users, or publicly 
shared. In addition, the user can choose whether other users have read and write, or read only 
permissions on their graphs. 

                                                

15 http://docs.openlinksw.com/virtuoso/rdfgraphsecurity.html 
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More improvements to the Generator concerning User management are constantly being 
performed. For example, an ongoing process is implementing the functionality that allows the 
provision of a User Administration Interface and a default Administrator.  

4.4 Public-private data co-evolution 
One of the main concerns of GeoKnow is the development of a co-evolution approach, which 

facilitates the synchronized evolution of spatial Linked Open Data sources and company internal 
data (e.g. E‐Commerce data in WP6). Our approach will be based on a declarative definition of 
evolution patterns, which will ensure, that changes made on imported Linked Open Data sources 
during the curation process will prevail after these sources are newly downloaded and updated 
from the Web of Data. This technology will enable any data consumer to select relevant parts of 
datasets and transform them as needed, thereby retaining the possibility to easily (re)synchronize 
with the sources should they change. The same technology can also be used by the maintainers of 
the source data sets for incorporating third party changes, such as fixes, that were made public. 

The tools to support this functionality are going to be developed in the next year, and 
integrated in the Geoknow Generator Workbench. 

 

4.5 Installation and Configuration 

4.5.1 Installation 
The Generator and its components can be installed following the directions of [StackDown], 

which are described in Section 3.5.2. The supported OS to install it is Ubuntu 12.04 LTS. To install 
the Generator from command, the following command is required: 

sudo apt-get install geoknow-generator-ui 

 

This will install the Generator Workbench on a Tomcat 7 (which will be installed if not already 
in the system). Currently the Generator Workbench does not include any component yet, and the 
user has to install each component separately. The LDS components that are integrated and can 
be installed are: 

sudo apt-get install virtuoso-opensource 
sudo apt-get install ontowiki-virtuoso 
sudo apt-get install facete 
sudo apt-get install sparqlify 
sudo apt-get install geolift-service 
sudo apt-get install limes-service 
sudo apt-get install triplegeo-service 

 

After the installation the GeoKnow Generator demo and components should be visible at 
http://localhost:8080/generator , but still a configuration process needs to take place. 

4.5.2 Configuration 
Once the Generator is installed on the web server (e.g. Tomcat), there are two configuration 

steps to follow. 

 Application SPARQL Endpoint: The Generator requires first a triple store (SPARQL 
Endpoint) where its settings and all data to be processed will be stored. This Endpoint 
has to support the SPARQL Update protocol. 

 Settings Graph: Inside the previously mentioned Endpoint a Settings Graph has to be 
created to load the configuration settings of the integrated components, data sources 

http://localhost:8080/generator
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and datasets. By default the graph name is 
http://generator.geoknow.eu/resource/settingsGraph but its namespace can 

be changed in the configuration set up. 

 Users Accounts Graph: A dedicated graph to keep the information of users and their 
settings information.   

The GeoKnow Generator configuration is based on a RDF description of the application that 
integrates several components in the Linked Data Stack. This description is mainly based in the 
following vocabularies: 

 Linked-data-integrated-stack Schema: It is a specialised ontology ([LDSS] and 
Appendix Section 7.1) created for describing components in the stack. 

 GeoKnow Generator vocabulary: It is a simple vocabulary (Appendix Section 7.2) that 
complements configuration data of other vocabularies and serves for the Generator to 
describe its run-time configuration. 

Other more well know vocabularies also used in the configuration are VoID and SPARQL 1.1 
Service Description. 

As described before, an initial settings file has to be loaded on the settings graph on the triple 
store used by the Generator. This file can contain information about Datasets (named graphs), 
Data Sources (SPARQL Endpoints or Data Bases) and integrated components. 

An example of component description within the GeoKnow Generator is provided in the listing 
below. It describes Virtuoso, Facete and the GeoKnow Generator. The GeoKnow Generator is 
described together with the component it integrates. This information is useful for automatically 
configuring the Generator. Each of the integrated components are described with their versions 
and the services they provide. For instance Virtuoso’s software provides two different services that 
can be described with their specific properties. 

@prefix :        <http://stack.linkeddata.org/ldis-schema/> . 
@prefix gkgres:  <http://generator.geoknow.eu/resource/> . 
... 
        
gkgres:GeoKnowGenerator 
      a       :StackComponent ; 
      rdfs:comment "This resource contains all the configuration required by the 
application"^^xsd:string ; 
      rdfs:label "GeoKnowGeneator"^^xsd:string ; 
      :integrates gkgres:Limes-Webapp , gkgres:Virtuoso , gkgres:Facete ; 
      dcterms:hasVersion "0.1"^^xsd:string ; 
      foaf:homepage "http://www.geoknow.eu"^^xsd:string . 
        
gkgres:Virtuoso 
      a       :StackComponent ; 
      rdfs:label "Service URL"^^xsd:string ; 
      :providesService 
              [ a       :StorageService ; 
                :password "dba"^^xsd:string ; 
                :serviceUrl "http://generator.geoknow.eu:8890/conductor"^^xsd:string ; 
                :user   "dba"^^xsd:string 
              ] ; 
      :providesService 
              [ a       :SPARQLEndPoint ; 
                :serviceUrl <http://localhost:8890/sparql> 
              ] ; 
      dcterms:hasVersion "7.0"^^xsd:string ; 
      foaf:homepage <http://virtuoso.openlinksw.com/> . 
  
             
gkgres:Facete 
      a       :StackComponent ; 
      rdfs:label "Facete"^^xsd:string ; 
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      :providesService 
              [ a       :ExplorationService ; 
                :serviceUrl "<http://generator.geoknow.eu/facete>"^^xsd:string 
              ] ; 
      dcterms:hasVersion "0.1-SNAPSHOT"^^xsd:string ; 
      foaf:homepage <http://aksw.org/Projects/Facete.html> 
... 

 

This vocabulary is then used to configure the Generator components, but it could also be 
extended for each component in order to describe some extra configuration properties. This 
configuration is currently created manually, but the goal is that each component provides their 
relevant properties and, when installing components for the Generator, these properties are then 
read from each installed component. The configuration of the Generator will also be simplified in 
the next release. 
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5.  Conclusions 
 

In this deliverable, we first presented the revised requirements of GeoKnow, taking into 
account surveys and interviews that took place in the first months of the project, new requirements 
due to the GeoKnow enlargement, as well as experience and comments gathered during the first 
year of tool development and demonstration. In the following, we presented Linked Data Stack, a 
unified set of tools from LOD2 and GeoKnow projects, that cover all staged of Linked Data lifecycle 
and also handle the geospatial aspect of Linked Data. Finally, the architecture of GeoKnow system 
was described, that included a subset of the LDS tools, as well as the GeoKnow Generator.  

In total, the GeoKnow System contains 11 tools, while by the end of the second year of the 
project it will consist of 20 tools, which will cover all stages of the Linked Data lifecycle. GeoKnow 
Generator currently integrates 8 of these tools. Our next steps include the extension and enhan
 cement of the existing (or under development) and their full integration under the GeoKnow 
Generator. Further, the completion of the GKG Authentication and Authorization layers, as well as 
the development of the GKG Dashboard are the major challenges w.r.t. the GeoKnow Generator.  

Finally, contributing to the Linked Data Stack has been a good choice for the project since we 
can extend the work we do around Linked Data and reuse the tools in the stack to complement the 
requirements of our project. GeoKnow will try to support the maintenance and promote the use of 
the stack as long this project last. 

 

  



  D1.2.1 – v. 2.0 

 

Page 40 

6.  References 
 

[ASP] AutoSPARQL - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/AutoSPARQL.html  

[RDFE] REX - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/REX.html     

[CubeV] CubeViz - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/CubeViz.html  

[DLlearner] DL-Learner - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/DLLearner.html  

[JMV13] Janev, V., Mijović, V., Vraneš, S.: LOD2 Tool for Validating RDF Data Cube Models. In V. 
Trajkovik, A.Mishev (eds) Web Proceedings of the 5th ICT Innovations Conference, Ohrid, 
Macedonia, September 12-15, 2013. http://ict-
act.org/proceedings/2013/htmls/papers/icti2013_submission_01.pdf 

[Facete] Facete - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/Facete.html  

[FAGI-tr] GeoKnow/FAGI-tr · GitHub Available at: https://github.com/GeoKnow/FAGI-tr  

[FAGI-gis] GeoKnow/FAGI-gis · GitHub. Available at: https://github.com/GeoKnow/FAGI-gis  

[GeoKnowD11] GeoKnow EU/FP7 project. Initial Common Requirements Specification. Available 
at 
http://svn.aksw.org/projects/GeoKnow/Confidential/D1.1.1_Initial_Common_Requirements_Specifi
cation.pdf  

[geo2rdf] Geo.LinkedData.es Team. geometry2rdf Utility. Available at: 
http://mayor2.dia.fi.upm.es/oeg-upm/index.php/en/technologies/151-geometry2rdf. Source code 
also available from https://github.com/boricles/geometry2rdf/tree/master/Geometry2RDF 

[DEER] DEER - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/DEER.html  

[GeoKnowD11] GeoKnow EU/FP7 project. Initial Common Requirements Specification.  

[LDStack] Linked Data Stack | Linked Open Data Tools and Services. Available at: 
http://stack.linkeddata.org/  

[LDSS] LinkedDataStack/ldis-schema - GitHub. Available at: 
https://github.com/LinkedDataStack/ldis-schema/blob/master/ldsi-schema.ttl  

[LDSV] GeoKnow Generator vocabulary. Available at: 
https://github.com/GeoKnow/GeoKnowGeneratorUI/blob/master/src/main/resources/generator-
ontology.ttl 

[LIMES] LIMES - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/LIMES.html  

[Mappify] Mappify - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://mappify.aksw.org/  

[OntoWiki] OntoWiki - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/OntoWiki.html 

[ORE] ORE - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/ORE.html  

http://aksw.org/Projects/AutoSPARQL.html
http://aksw.org/Projects/REX.html
http://aksw.org/Projects/CubeViz.html
http://aksw.org/Projects/DLLearner.html
http://ict-act.org/proceedings/2013/htmls/papers/icti2013_submission_01.pdf
http://ict-act.org/proceedings/2013/htmls/papers/icti2013_submission_01.pdf
http://aksw.org/Projects/Facete.html
https://github.com/GeoKnow/FAGI-tr
https://github.com/GeoKnow/FAGI-gis
http://svn.aksw.org/projects/GeoKnow/Confidential/D1.1.1_Initial_Common_Requirements_Specification.pdf
http://svn.aksw.org/projects/GeoKnow/Confidential/D1.1.1_Initial_Common_Requirements_Specification.pdf
http://mayor2.dia.fi.upm.es/oeg-upm/index.php/en/technologies/151-geometry2rdf
https://github.com/boricles/geometry2rdf/tree/master/Geometry2RDF
http://stack.linkeddata.org/
https://github.com/LinkedDataStack/ldis-schema/blob/master/ldsi-schema.ttl
https://github.com/GeoKnow/GeoKnowGeneratorUI/blob/master/src/main/resources/generator-ontology.ttl
https://github.com/GeoKnow/GeoKnowGeneratorUI/blob/master/src/main/resources/generator-ontology.ttl
http://aksw.org/Projects/LIMES.html
http://mappify.aksw.org/
http://aksw.org/Projects/OntoWiki.html
http://aksw.org/Projects/ORE.html


  D1.2.1 – v. 2.0 

 

Page 41 

[RDFUnit] RDFUnit - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
http://aksw.org/Projects/RDFUnit.html  

[Sparqlify] Sparqlify - Agile Knowledge Engineering and Semantic Web (AKSW). Available at: 
https://github.com/AKSW/Sparqlify  

[StackDown] Download | Linked Data Stack. Available at: http://stack.linkeddata.org/download-
and-install/ 

[TripleGeo] Athena RC. TripleGeo utility. Available at https://web.imis.athena-
innovation.gr/redmine/projects/geoknow_public/wiki/TripleGeo and Java source code from 
https://github.com/GeoKnow/TripleGeo 

[Virtuoso] OpenLink Software. Virtuoso Universal Server. Available at 
http://virtuoso.openlinksw.com/  

 

  

   

  

 

 

 

http://aksw.org/Projects/RDFUnit.html
https://github.com/AKSW/Sparqlify
http://stack.linkeddata.org/download-and-install/
http://stack.linkeddata.org/download-and-install/
https://web.imis.athena-innovation.gr/redmine/projects/geoknow_public/wiki/TripleGeo
https://web.imis.athena-innovation.gr/redmine/projects/geoknow_public/wiki/TripleGeo
https://github.com/GeoKnow/TripleGeo
http://virtuoso.openlinksw.com/


  D1.2.1 – v. 2.0 

 

Page 42 

7. Appendix 

7.1 Linked-Data-Integrated-Stack Schema 
 
# baseURI: http://stack.linkeddata.org/ldis-schema/ 
 
@prefix :        <http://stack.linkeddata.org/ldis-schema/> . 
@prefix d2rq:    <http://www.wiwiss.fu-berlin.de/suhl/bizer/D2RQ/0.1#> . 
@prefix dcmit:   <http://purl.org/dc/dcmitype/> . 
@prefix dcterms:  <http://purl.org/dc/terms/> . 
@prefix foaf:    <http://xmlns.com/foaf/> . 
@prefix owl:     <http://www.w3.org/2002/07/owl#> . 
@prefix prov:    <http://www.w3.org/ns/prov#> . 
@prefix rdf:     <http://www.w3.org/1999/02/22-rdf-syntax-ns#> . 
@prefix rdfs:    <http://www.w3.org/2000/01/rdf-schema#> . 
@prefix schema:  <http://schema.org/> . 
@prefix sd:      <http://www.w3.org/ns/sparql-service-description#> . 
@prefix void:    <http://rdfs.org/ns/void#> . 
@prefix xsd:     <http://www.w3.org/2001/XMLSchema#> . 
 
:     rdf:type owl:Ontology ; 
      dcterms:contributor "Alejandra Garcia Rojas"^^xsd:string ; 
      dcterms:descripton "Schema for integrating Software components from the Linked Data 
Stack"^^xsd:string ; 
      owl:versionInfo "0.1.0"^^xsd:string . 
 
:AnalysisService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for analysis."@en ; 
      rdfs:label "Analysis Service"^^xsd:string ; 
      rdfs:subClassOf :ComponentService . 
 
:AuthoringService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for authoring."@en ; 
      rdfs:subClassOf :ComponentService . 
 
:CleaningService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for storage."@en ; 
      rdfs:label "Cleaning Service"^^xsd:string ; 
      rdfs:subClassOf :ComponentService . 
 
:ComponentService 
      rdf:type owl:Class ; 
      rdfs:subClassOf owl:Thing . 
 
:EnrichmentService 
      rdf:type owl:Class ; 
      rdfs:label "Enrichment Service"^^xsd:string ; 
      rdfs:subClassOf :ComponentService . 
 
:ExplorationService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for exploration."@en ; 
      rdfs:subClassOf :ComponentService . 
 
:ExtractionService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for extraction."@en ; 
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      rdfs:subClassOf :ComponentService . 
 
:InterlinkingService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for interlinking."@en ; 
      rdfs:subClassOf :ComponentService . 
 
:PublicationService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for quality analysis."@en ; 
      rdfs:subClassOf :ComponentService . 
 
:QualityAnalysisService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for quality analysis."@en ; 
      rdfs:subClassOf :ComponentService . 
 
:QueryEndPointService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents a query end point"@en ; 
      rdfs:subClassOf :ExplorationService . 
 
:SPARQLEndPointService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents a Sparql query end point"@en ; 
      rdfs:subClassOf :QueryEndPoint . 
 
:StackComponent 
      rdf:type owl:Class ; 
      rdfs:label "Service URL"^^xsd:string ; 
      rdfs:subClassOf owl:Thing . 
 
:StorageService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for storage."@en ; 
      rdfs:subClassOf :ComponentService . 
 
:TransformationService 
      rdf:type owl:Class ; 
      rdfs:comment "Represents the agent responsible for transformation."@en ; 
      rdfs:subClassOf :ComponentService . 
 
:integrates 
      rdf:type owl:ObjectProperty ; 
      rdfs:label "integrates"^^xsd:string . 
 
:password 
      rdf:type rdf:Property ; 
      rdfs:label "password"^^xsd:string . 
 
:providesService 
      rdf:type owl:ObjectProperty ; 
      rdfs:comment "A component in the stack provides a service of a givent type"^^xsd:string ; 
      rdfs:domain :StackComponent ; 
      rdfs:label "Provides Service"^^xsd:string ; 
      rdfs:range :ComponentService . 
 
:serviceUrl 
      rdf:type rdf:Property ; 
      rdfs:domain :ComponentService ; 
      rdfs:label "Service URL"^^xsd:string ; 
      rdfs:range xsd:string . 
 
:user 
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      rdf:type rdf:Property ; 
      rdfs:label "user"^^xsd:string . 
 
dcterms:hasVersion 
      rdf:type rdf:Property ; 
      rdfs:domain :StackComponent . 
 
foaf:homepage 
      rdf:type rdf:Property ; 
      rdfs:domain :StackComponent . 
 

 

7.2 GeoKnow Generator Vocabulary 

 
# baseURI: http://generator.geoknow.eu/ontology/ 
 
@prefix :        <http://generator.geoknow.eu/ontology/> . 
@prefix owl:     <http://www.w3.org/2002/07/owl#> . 
@prefix rdf:     <http://www.w3.org/1999/02/22-rdf-syntax-ns#> . 
@prefix rdfs:    <http://www.w3.org/2000/01/rdf-schema#> . 
@prefix xsd:     <http://www.w3.org/2001/XMLSchema#> . 
@prefix dcterms:  <http://purl.org/dc/terms/> . 
@prefix sd:      <http://www.w3.org/ns/sparql-service-description#> . 
@prefix void:    <http://rdfs.org/ns/void#> . 
@prefix foaf:    <http://xmlns.com/foaf/> . 
@prefix gkgres:    <http://generator.geoknow.eu/resource/> . 
 
:     rdf:type owl:Ontology ; 
      owl:versionInfo "Created with TopBraid Composer"^^xsd:string . 
 
      
:DataSource 
      rdf:type owl:Class ; 
      rdfs:label "Data Source"^^xsd:string ; 
      rdfs:subClassOf owl:Thing . 
 
:Database 
      rdf:type owl:Class ; 
      rdfs:label "Database"^^xsd:string ; 
      rdfs:subClassOf :DataSource . 
 
:SPARQLEndpoint 
      rdf:type owl:Class ; 
      rdfs:label "SPARQL endpoint"^^xsd:string ; 
      rdfs:subClassOf :DataSource . 
 
:DatabaseType 
      rdf:type owl:Class ; 
      rdfs:label "Database types"@en ; 
      rdfs:subClassOf owl:Thing . 
       
       
 :dbHost 
      rdf:type owl:DatatypeProperty ; 
      rdfs:domain :Database ; 
      rdfs:label "Service URL"^^xsd:string ; 
      rdfs:range xsd:string . 
 
:dbName 
      rdf:type owl:DatatypeProperty ; 
      rdfs:comment "Name of the database to connect"^^xsd:string ; 
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      rdfs:domain :Database ; 
      rdfs:label "database"^^xsd:string ; 
      rdfs:range xsd:string . 
 
:dbPassword 
      rdf:type owl:DatatypeProperty ; 
      rdfs:domain :Database ; 
      rdfs:label "password"^^xsd:string ; 
      rdfs:range xsd:string . 
 
:dbPort 
      rdf:type owl:DatatypeProperty ; 
      rdfs:domain :Database ; 
      rdfs:label "Database port number"^^xsd:string . 
 
:dbType 
      rdf:type owl:DatatypeProperty ; 
      rdfs:domain :Database ; 
      rdfs:label "Database Type"^^xsd:string ; 
      rdfs:range :DatabaseType . 
 
:dbUser 
      rdf:type owl:DatatypeProperty ; 
      rdfs:comment "If the component requires user/password authentication method (for instance a 
database)"^^xsd:string ; 
      rdfs:domain :Database ; 
      rdfs:label "Service user"^^xsd:string ; 
      rdfs:range xsd:string . 
 
:endpoint 
      rdf:type owl:DatatypeProperty ; 
      rdfs:domain :SPARQLEndpoint ; 
      rdfs:label "Service URL"^^xsd:string . 
  
  
:jdbcDSN 
      rdf:type owl:DatatypeProperty ; 
      rdfs:comment "JDBC data source name." ; 
      rdfs:label "JDBC DSN" . 
 
:jdbcDriver 
      rdf:type owl:DatatypeProperty ; 
      rdfs:label "JDBC driver" . 
 
:odbcDSN 
      rdf:type owl:DatatypeProperty ; 
      rdfs:comment "ODBC DSN" ; 
      rdfs:label "ODBC data source name. Deprecated, use JDBC instead (with ODBC-JDBC bridge if 
necessary)." . 
 
:IBM_DB2 
      rdf:type :DatabaseType ; 
      rdfs:label "IBM DB2"^^xsd:string . 
 
:MySQL 
      rdf:type :DatabaseType ; 
      rdfs:label "MySQL"^^xsd:string . 
 
:OracleSpatial 
      rdf:type :DatabaseType ; 
      rdfs:label "Oracle Spatial"^^xsd:string . 
 
:PostGIS 
      rdf:type :DatabaseType ; 
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      rdfs:label "PostGIS"^^xsd:string . 
 
dcterms:creator 
      rdf:type owl:DatatypeProperty ; 
      rdfs:domain void:Dataset ; 
      rdfs:label "Service URL"^^xsd:string . 
 
dcterms:description 
      rdf:type owl:DatatypeProperty ; 
      rdfs:domain void:Dataset ; 
      rdfs:label "Service URL"^^xsd:string . 
 
dcterms:source 
      rdf:type owl:DatatypeProperty ; 
      rdfs:domain void:Dataset ; 
      rdfs:label "Service URL"^^xsd:string . 
 
dcterms:title 
      rdf:type owl:DatatypeProperty ; 
      rdfs:comment "The name of the dataset."^^xsd:string ; 
      rdfs:domain void:Dataset ; 
      rdfs:label "Title"^^xsd:string . 
 
void:Dataset 
      rdf:type owl:Class ; 
      rdfs:label "Service URL"^^xsd:string ; 
      rdfs:subClassOf owl:Thing . 
 
void:Linkset 
      rdf:type owl:Class ; 
      rdfs:label "Service URL"^^xsd:string ; 
      rdfs:subClassOf void:Dataset . 
 
sd:NamedGraph 
      rdf:type rdfs:Class ; 
      rdfs:label "Service URL"^^xsd:string . 
 
sd:Service 
      rdf:type rdfs:Class ; 
      rdfs:label "Service URL"^^xsd:string . 
 
foaf:homepage 
      rdf:type rdf:Property ; 
      rdfs:domain :SoftwareComponent ; 
      rdfs:label "Service URL"^^xsd:string . 

  

  

 

 
 


