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Abstract. This chapter surveys knowledge extraction approaches from
structured sources such as relational databases, XML and CSV. A general definition of knowledge extraction is devised that covers structured
as well as unstructured sources. We summarize current progress on conversion of structured data to RDF and OWL. As an example, we provide
a formalization and description of SparqlMap, which implements the relational database to RDF mapping language R2RML currently being
standardized by the W3C.
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Introduction

In recent years, the availability of data in Semantic Web formats such as RDF
and OWL has drastically increased. Nevertheless, the data that is currently
available constitutes just a fraction of existing data that could be exposed and
distributed as RDF and OWL. As the Web of Data, envisioned by Tim BernersLee1 , gains momentum, the demand to extract knowledge and to “triplify” data
is steadily increasing, especially in the areas of commerce, science and government. This “triplification” process, however, is due to the heterogeneity of information and data models challenging. Although tools exist to support the
generation of RDF from legacy sources, several obstacles remain for automated
approaches. Such obstacles and cost factors include in particular:
Identification of private and public data. Legacy sources always contain
information which should not be made public on the Web such as passwords,
email addresses or technical parameters and configurations. Automatically
distinguishing between strictly confidential, important and less relevant information is very hard, if not impossible.
Proper reuse of existing vocabularies. Even the most elaborated approaches to ontology mapping fail in generating certain mappings between the
legacy data (e.g. database entities such as table and column names) and
existing RDF vocabularies, due to lacking machine-readable descriptions of
the domain semantics in the database schema.
1
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Missing schema descriptions. Many legacy sources do neither provide proper documentation nor extensive schema definition (e.g. MySQL does not
contain definitions for foreign keys or constraints, XML data type definition
only provides information about the validity of the data, but not about the
semantics). Syntactic approaches for detecting schema descriptions are likely
to fail, since schemas were often grown evolutionary and naming conventions
are not enforced. In most cases, the structure of the data needs to be manually reverse engineered by a domain expert, who has an understanding of
the content and the domain.
URI generation. The quality of legacy data sources do often not match the
requirements for RDF datatypes and URIs. Strings and terms have to be
normalized and cleaned to admit a transition to URIs. The choice which
entities to use for identifiers (e.g. convert primary keys to URIs) is not always
obvious. It often depends on the particular use case whether a database entry
should be transformed to a URI or an RDF literal.
The aim of this article is to present an overview on approaches to tackle these
obstacles. In Section 2 we discuss some prerequisites and then define “Knowledge
Extraction” as a general concept. The presented definition was used to bootstrap
the Wikipedia article on the topic2 . Our definition also explains the relation between extracted “knowledge” and “triplification” into RDF/OWL. Subsequently,
we compare popular existing structured data models with RDF/OWL in Section 3 to shed light on the impedance mismatch. In Section 4 we introduce the
Knowledge Extraction Tools Survey Ontology (KETSO) to classify existing tools.
The ontology differs greatly from previous survey methodologies as it introduces
a flat property based classification approach in comparison to previous hierarchical ones [8,6,10,12]. The main rationales for employing an ontology based
approach (using OWL datatype and object properties) to classify the tools are:
1. Not all tools use the full set of properties as they vary greater than tools
from one source (e.g. XML).
2. Hierarchical classification are shown to be inconsistent in the first place and
also become obsolete once we generalize the classification to other sources.
3. The scheme and the data are made freely available. By providing an OWL
class for classification, future work can be incorporated as an extension or related with owl:equivalentClass and owl:disjointWith axioms. The data
can be used to visualize approaches and match them to given use cases.
We provide an in-depth look at one particular knowledge extraction approach
with the formalization and description of SparqlMap, which implements the relational database to RDF mapping language R2RML currently being standardized
by the W3C. Finally, we conclude and give an outlook on potential future work
in Section 6.
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Definition of Knowledge Extraction

Although the term knowledge extraction is widely used in the literature, no
surveys exist that have succeeded in creating a framework to cover unstructured
as well as structured sources or provide a clear definition of the underlying
“triplification“ process and the required prerequisites. Other frameworks and
surveys as well as individual approaches especially lack the following aspects:
1. Clear boundaries to existing research areas such as Information Extraction
(Text Mining), Extract-Transform-Load (Data Warehouse) and Ontology
Learning have not yet been established. Such boundaries are defined by
stating distinctive criteria and also by specifying the meaning of knowledge
w.r.t. the main data model of our concern, RDF and OWL (see next item).
2. The idea that ”knowledge“ is extracted has not been well-defined. Although,
RDF and OWL can serve as knowledge representation formalisms, the mere
usage of RDF/OWL as a format can not sufficiently define the notion of
”knowledge“. The main questions are: “What is the result of a triplification process?” “Structured data or represented knowledge?”, “When does
structured data become knowledge?”
3. Although, the area of extraction of RDF from relational databases has been
been researched extensively, approaches were hardly comparable to extraction methods employed on other sources, thus preventing generalisation.
4. Most individual approaches were driven by very specific use cases that came
with a specific data source and required the transformation into RDF and,
thus, are lacking a more general view on the problem. The main questions
were: “What are the properties of such a transformation?” and “How do
they differ from previous efforts?”
Knowledge Extraction is the creation of knowledge from structured (relational databases, XML) and unstructured (text, documents, images) sources.
The resulting knowledge needs to be in a machine-readable and machine-interpretable format and must represent knowledge in a manner that unambiguously
defines its meaning and facilitates inferencing. Although, it is methodically similar to Information Extraction (NLP) and ETL (Data Warehouse), the main
distinguishing criteria is that the extraction result goes beyond the creation of
structured information or the transformation into a relational schema. It requires
either the reuse of existing formal knowledge (reusing identifiers or ontologies)
or the generation of a schema based on the source data. Because of the last part,
Ontology Learning can be considered a sub-discipline of Knowledge Extraction.
For the RDF and the OWL data model, we can identify two different criteria for identifying Knowledge Extraction processes: Reusing identifiers. (1)
generated RDF properties are globally unique and have a well-defined meaning.
If de-facto standard vocabularies, for example FOAF3 , are reused, then the extracted RDF can be unambiguously related to other data in the Web of Data. (2)
owl:sameAs or owl:equivalentClass linking of extracted entities to existing
entities in the Web of Data.
3
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Schema generation. Schema (or Ontology) generation from legacy sources is
a weaker form of knowledge extraction when compared to reusing identifiers. Although hierarchies [4] or OWL/DL axioms of varying expressivity are generated
(see [3] for generation of subclass relations from databases and [13] for generating
expressive axioms from text) no disambiguation is created by linking the newly
created classes to existing ontologies. The relation of the generated taxonomy of
terms remains unclear and requires methods from the field of ontology matching
to become part of the global network of knowledge.

3

Comparison of the RDF/OWL Data Model to
Relational Databases and XML

In this section we describe the characteristics of different structured data models
and compare them to RDF/OWL. We selected Relational Databases (RDBs) and
the Extensible Markup Language (XML) as these structured data sources cover
a wide array of usage scenarios and real world applications. RDBs residing in
Relational Database Management Systems (RDBMSs) are the dominant data
storage solution for enterprise data, web sites and community created content.
XML is widely adopted for data exchange, both for importing/exporting data
and data access through web services. In order to juxtapose and compare these
data models we determined the following characteristics:
Data structure & model. Describes whether the data structures and the data
model are based on a certain abstraction. Also the fundamentally used data
structures are identified.
Entity identification. The mechanisms provided for identifying entities.
Schema. Describes the capabilities of the data model, i.e. which properties and
features are inherent of the data model (e.g. inference or constraints).
Schema data separation. Can the schema be accessed in the same way as the
instance data? A strictly separated schema on the contrary requires different
access and manipulation methods.
Schema reuse. An external schema definition allows the (partial) inclusion and
reuse of previously defined schemata.
Conceptual and physical model separation. Is the model of the data affected by its physical representation or is the data following a purely conceptual or logical model?
Expressivity. Describes the focus of expressiveness of the data model.
Data access. The means by which the data is typically made available.
Data integration. Describes the prevalent data integration paradigm followed.
Serialization. What serialization options are available for transmitting data.
World model. Closed or Open World. Describes whether the truth-value of
a statement is independent of whether or not it is known by a particular
observer or agent to be true.
Table 1 summarizes the comparison of RDF with the relational and XML
data models.

Knowledge Extraction from Structured Sources
RDF/OWL
Data structure &
model

Statements
represented as
subject-predicateobject triples, using
IRIs, blank-nodes
and literals as
components.
Entity identification
IRIs for globally
unique identification
of entities and
relationships.
Schema
RDF-Schema and
OWL allow
definition of
vocabularies and
formal ontologies,
including inference
and consistency
checks.
Schema/data
The same
separation
representation is
used for schema and
data, schema reuse
is strongly
encouraged.
Conceptual and
Conceptual model
physical model
only.
separation
Expressivity

Focus: entities and
relationships
forming a graph;
Problematic: lists,
n-ary relations,
constraints, graphs.

Data access

Linked data
dereferencing
(HTTP), SPARQL
queries.
Entity matching,
schema matching,
similarity measures.

Data Integration

Serialization
World Model

RDF/XML, turtle,
N-Triples.
Open world.

Relational Data
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XML/XML
Schema

Entities described Tree with nodes of
different types
with a fixed number
of attributes using (element, attribute,
text etc.).
tables, columns,
rows.

Only locally unique
identifiers.

Use of IRIs is
possible, but not
enforced.

Multiple schema
Schema defines and
labels the relations, definition languages
enforces data types allow to define data
types, structures
and constraints.
and constraints.

Schema is stored as
Schema can be
external meta data. expressed as XML.
Local schema only. External schemata
possible.

Mixed physical and
conceptual model
(includes indexes,
denormalizations).
Focus: n-ary
relations, schema
adherence;
Problematic: trees
and graphs.

ODBC/JDBC,
ORM.

Conceptual model
only.

Focus: Flexible
model allows
representation of
arbitrary data
structures;
Problematic:
requires external
knowledge for
interpretation.
DOM,
XQuery/XPath,
Web services, files.

ETL & data
warehousing,
middleware &
mediation.
SQL-DDL

Structural analysis
of trees, similarity
measures.

Closed world.

Closed world.

Table 1: Comparison of structured data models.

XML
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The Knowledge Extraction Tool Survey

In this section, we summarize the results of the Knowledge Extraction Tool Survey [7], which is also available online4 . The Knowledge Extraction Tool Survey
Ontology (KETSO) is used for the classification of knowledge extraction tools.
In the following we summarize the main properties defined in KETSO for the
characterization of tools. Note that some of the properties (e.g. Data Exposition
and Data synchronization) are not completely orthogonal (e.g. values ”dump“
and ”static“), but on the other hand not dependent as well (e.g. ”SPARQL“
can be ”dynamic“ or ”bi-directional“). The flat modelling as single independent
features does not produce any bias or encode assumptions into the data and it
is much easier to add new values.
Vocabulary reuse. The tool is able to reuse existing vocabularies in the mapping. For example the table column ’firstName’ can be mapped to foaf:
firstName. Some automatic approaches are not capable of reusing/mapping vocabularies. Boolean.
Data exposition. Is SPARQL or another query language possible? Values can
be either ETL (Dump), SPARQL (or another Query Language) or Linked
Data. Note that the access paradigm also determines whether the resulting RDF model updates automatically. ETL means a one time conversion,
while Linked Data and SPARQL always process queries versus the original
database.
Data source. The type of the data source the tool can be applied on. RDB,
XML, CSV, etc.
Data synchronization. Is a dump created once or is the data queried live from
the legacy source? Static or Dynamic. If the tool writes the changes made
to the RDF back to the legacy source it is bi-directional.
Has GUI. Does the tool have a visual user interface?
Mapping automation. The degree to which the mapping creation is assisted
/ automatized. Manual, GUI, semi-automatic, automatic.
Mapping language. The mapping language used by the approach (e.g. SQL,
R2O, D2RQ, R2RML). The used mapping language is an important factor
for reusability and initial learning cost as well as flexibility and expressiveness. Most of the users are for example familiar with SQL and no additional
training is necessary. But, although SQL has extensive capabilities for selecting data in the WHERE clause, an additional mechanism for conversion
and mapping is needed.
Requires a domain ontology. A pre-existing ontology is needed to map to
it. Boolean.
We surveyed existing tools for knowledge extraction according to these characteristics. Table 2 summarizes the results of the survey.
The results indicate, that most tools focus on extraction from relational data
sources (i.e. RDB or CSV). Only few tools for the extraction from XML are
available. Also, the dynamic extraction (i.e. translation of SPARQL queries into
4
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CSV2RDF4LOD CSV
ETL
static none
Convert2RDF
Delimited ETL
static RDF
text file
DAML
D2R Server
RDB SPARQL biD2R
direct. Map
dyn. Visual
DartGrid
RDB
own
Tool
query
language
DataMaster
RDB
ETL
static prop.
Google Refine’s
CSV,
ETL
static none
RDF Extension
XML
Krextor
XML
ETL
static xslt
MAPONTO
RDB
ETL
static prop.
METAmorphoses RDB
ETL
static prop.
xml
MappingMaster
CSV
ETL
static prop.
ODEMapster
RDB
ETL
static prop.
OntoWiki CSV
CSV
ETL
static prop.
Importer
Poolparty
XML,
LD
dyn. RDF
Extraktor (PPX) Text
(SKOS)
RDBToOnto
RDB
ETL
static none

RDF 123
RDOTE
Relational.OWL
T2LD
TopBraid
Composer
Triplify
Virtuoso RDF
Views
Virtuoso
Sponger

VisAVis
XLWrap:
Spreadsheet to
RDF
XML to RDF

CSV
RDB
RDB
CSV
CSV
RDB
RDB

ETL
ETL
ETL
ETL
ETL

static
static SQL
static none
static
static SKOS

X
X

manual
manual

-

X

X

manual

-

-

X

manual

-

X

X

manual
semiautomatic
manual
manual
manual

-

X
X

X
X
-

X

GUI
manual
semiautomatic
semiX
automatic
automatic, fine
tunable
manual
manual X
automatic automatic semiautomatic
manual X
semiautomatic

X
X
X

X
X
X
X
X
X
X
-

X
-

SQL
X
Meta
X
Schema
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structur- SPARQL dyn. Virtuoso X
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PL &
semiXSLT
structured
RDB
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X
CSV
ETL
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X
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LD
dyn.
SPARQL dyn.

ETL

static

-

-

X

X
X
X
X

semiautomatic

-

manual
manual

X
-

X
-

manual

-

-

Table 2: Survey of Knowledge Extraction Tools, references and more detailed information can be found in http://tinyurl.com/KETSurvey or [7]
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Fig. 1: Query rewriting and knowledge extraction.

queries on the underlying data model) is relatively rare and ETL approaches
are prevalent. Surprisingly, none of the tools offers mapping axiomatization,
vocabulary reuse and a GUI.

5

RDB2RDF Extraction and Mapping with SparqlMap

The mapping of relational data to the RDF data model is a crucial knowledge
extraction technique. Since data management according to the relational data
model is still an order of magnitude faster than RDF data management and we do
not expect this gap to close, relational data management will be prevalent in the
next years. Still, for facilitating data exchange and integration it is of paramount
importance to provide RDF and SPARQL interfaces to RDBMS. In this section
we present SparqlMap 5 , a SPARQL-to-SQL rewriter based on the specifications
of the W3C R2RML working group6 . The rationale is to enable SPARQL queries
on (possibly existing) relational databases by rewriting them to corresponding
SQL queries based on mapping definitions. The general approach is depicted in
Figure 1. In essence, the R2RML standard describes how a relational database
can be transformed into RDF by means of term maps and triple maps (1).
The resulting RDF knowledge base can be materialized in a triple store and
subsequently queried using SPARQL (2). In order to avoid the materialization
step, R2RML implementations can dynamically map an input SPAQRL query
into a corresponding SQL query (3), which renders exactly the same results as
the SPARQL query being executed against the materialized RDF dump.
SparqlMap is in terms of functionality similar to D2R [1], a state-of-the-art
standalone SPARQL-to-SQL translations tool. SparqlMap is likewise designed
as a standalone application for facilitating light-weight integration into existing enterprise data landscapes. Compared to D2R we focus on performing all
query operators in the relational database in a single unified query. D2R mixes
in-database and out-of-database operations, performing operators like AND or
(some) FILTER in the database, while others like OPTIONAL or UNION are executed in D2R on intermediate result sets from the database. The unified query
5
6
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strategy ensures scalability since expensive round trips between the RDBMS
and the mapper are reduced and leverages the query optimization and execution of the RDBMS. We run an evaluation with the Berlin Sparql Benchmark [2] (BSBM) comparing SparqlMap and D2R with the results presented on
the projects website7 . The general observation is that SparqlMap outperforms
D2R for queries where the SQL generated by D2R results in huge intermediate
result sets. To the best of our knowledge no detailed or formalized description of
a mapping based SPARQL-to-SQL translator exists. In this section we, therefore,
present an overview over SparqlMap which is structured as follows. In Section 5.1
we formalize the mapping and query syntax. The process of rewriting a query
on a mapping is outlined in the following three steps:
Mapping candidate selection. As the initial step of the process, we describe
in Section 5.2 how candidate mappings are identified. These are mappings
that potentially contribute to the query’s result set. Informally, this is the
set of mappings that yield triples that could match the triple patterns of the
query, as shown in Figure 4. The relation between the candidate mappings
and the triple patterns is called a binding.
Query translation. The identified candidate mappings and the obtained bindings enable us to rewrite a SPARQL query to an SQL query. This process is
described in Section 5.3.
Query execution. Finally, in Section 5.4 we show how from the SQL result
set of the executed SQL query the corresponding SPARQL result set is constructed.
5.1

Definitions

In this section we define the syntax of RDF, SPARQL and the mapping. The
RDF and SPARQL formalization is closely following [9].
Definition 1 (RDF definition). Assume there are pairwise disjoint infinite
sets I, B, and L (IRIs, blank nodes, and RDF literals, respectively). A triple
(vs , vp , vo ) ∈ (I ∪ B) × I × (I ∪ B ∪ L) is called an RDF triple. In this tuple, vs
is the subject, vp the predicate and vp the object. We denote the union I ∪ B ∪ L
as by T called RDF terms.
Using the notion t.i for i ∈ {s, p, o} we refer to the RDF term in the respective
position. In the following, the same notion is applied to triple patterns and triple
maps. An RDF graph is a set of RDF triples (also called RDF dataset, or simply
a dataset). Additionally, we assume the existence of an infinite set V of variables
which is disjoint from the above sets. The W3C recommendation SPARQL8 is a
query language for RDF. By using graph patterns, information can be retrieved
from SPARQL-enabled RDF stores. This retrieved information can be further
modified by a query’s solution modifiers, such as sorting or ordering of the query
result. Finally the presentation of the query result is determined by the query
7
8

http://aksw.org/Projects/SparqlMap/benchmark
http://www.w3.org/TR/rdf-sparql-query/

10

Jörg Unbehauen, Sebastian Hellmann, Sören Auer, and Claus Stadler

Fig. 2: Exemplary mapping of parts of two relations using three triple maps. R2RML’s
construct logicalTable specifies the source relation of a triple map.

type, return either a set of triples, a table or a boolean value. The graph pattern
of a query is the base concept of SPARQL and as it defines the part of the RDF
graph used for generating the query result, therefore graph patterns are the focus
of this discussion. We use the same graph pattern syntax definition as [9].
Definition 2 (SPARQL graph pattern syntax). The syntax of a SPARQL
graph pattern expression is defined recursively as follows:
1. A tuple from (I ∪ L ∪ V ) × (I ∪ V ) × (I ∪ L ∪ V ) is a graph pattern (a triple
pattern).
2. The expressions (P1 AND P2 ), (P1 OPT P2 ) and (P1 UNION P2 ) are graph
patterns, if P1 and P2 are graph patterns.
3. The expression (P FILTER R) is a graph pattern, if P is a graph pattern
and R is a SPARQL constraint.
Further the function var(P ) returns the set of variables used in the graph pattern
P . SPARQL constraints are composed of functions and logical expressions, and
are supposed to evaluate to boolean values. Additionally, we assume that the
query pattern is well-defined according to [9].
We now define the terms and concepts used to describe the SPARQL-to-SQL
rewriting process. The basic concepts are the relational database schema denoted
s and a mapping for this schema m. The schema s has a set of relations R and
each relation is composed of attributes, denoted as Ar = (r.a0 , r.a1 , ..., r.al ). A
mapping m defines how the data contained in tables or views in the relational
database schema s is mapped into an RDF graph g. Our mapping definitions are
loosely based on R2RML. An example of such a mapping is depicted in Figure 2
and used further in this section to illustrate the translation process.
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Definition 3 (Term map). A term map is a tuple tm = (A, ve) consisting of
a set of relational attributes A from a single relation r and a value expression ve
that describes the translation of A into RDF terms (e.g. R2RML templates for
generating IRIs). We denote by the range range(tm) the set of all possible RDF
terms that can be generated using this term map.
Term maps are the base element of a mapping. In Figure 2 an example for
such a term map is (1). With ve being the template http://comp.com/emp{id}
and A = {Employee.id } it is possible to produce resource IRIs for employees.
The RDF term (2) in Figure 2 creates a constant value, in this case a property.
Consequently, for this RDF term A = ∅ holds.
Definition 4 (Triple map). A triple map trm is the triple (tmS , tmP , tmO )
of three term maps for generating the subject (position s), predicate (position p)
and object (position o) of a triple. All attributes of the three term maps must
originate from the same relation r.
A triple map defines how triples are actually generated from the attributes of
a relation (i.e. rows of a table). This definition differs slightly from the R2RML
specification, as R2RML allows multiple predicate-object pairs for a subject.
These two notions, however, are convertible into each other without loss of generality. In Figure 2 the triple map comp:EmpMap1 defines how triples describing
the name of an employee resource can be created for the relation Employee.
A mapping definition m = (R, TRM ) is a tuple consisting of a set of relations
R and a set of triple maps T RM . It holds all information necessary for the
translation of a SPARQL query into a corresponding SQL query. We assume in
this context that all data is stored according to the schema s is mapped into a
single RDF graph and likewise that all queries and operations are performed on
this graph 9 .
5.2

Mapping candidate selection

Mapping selection is the process of identifying the parts of a mapped graph that
can contribute to the solution of a query q. This selection process is executed for
every query and forms the basis for the following step – the translation into SQL.
The parts of a query that are used for matching the parts of a graph examined
are the graph patterns. The graph of a mapped database is the set of triples
defined by the triple maps. Consequently, we propose the selection of candidate
triple maps to match the graph pattern. The general approach described here
aims at first binding each triple pattern of q to a set of candidate triple maps,
and then to reduce the amount of bindings by determining the unsatisfiability of
constraints (e.g join conditions) based on the structure of the SPARQL query.
Before we formally introduce the operators used, we give a brief overview
of the process in Figure 3. The simple query q depicted here represents a treelike structure according to Definition 2. In a bottom-up traversal we first search
9

Note, that support for named graphs can be easily added by slightly extending the notion of triple
map with an additional term map denoting the named graph.
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Fig. 3: Mapping candidate selection overview. The patterns of a query parsed into a
tree. The bind function recurses over that tree.

for mapping candidates for the triple patterns P1 and P2 . In the next step,
indicated by the bind () function, these mapping candidates are examined on the
next higher level of the tree. Based on the semantics of P3 the bind () function
reduces the mapping candidates for P1 and P2 . Before we formally describe this
process we define the notion of a binding.
Definition 5 (Triple Pattern Binding). Let q be a query, with TP q being
its set of triple patterns. Let m be the mapping of a database, with TRM m being
its set of all triple maps. A triple pattern binding tpb is the tuple (tp, TRM ),
where tp ∈ TPq and TRM ⊆ T RMm . We further denote by the set QPB q for a
query q the set of triple pattern bindings TPB , such that there exists for every
tp ∈ TPq exactly one tpb.
In this context we assume that in case q contains a triple pattern more than
once, for each occurrence there exists in QPB q a separate tpb. The set TRM for
a triple pattern tp is also called the set of mapping candidates for tp. We now
define successively the basic terms and functions on the triple pattern bindings
and illustrate them using the sample query introduced in Figure 3. In Figure 4
the result of the process is depicted. The dotted squares indicate the triple
pattern bindings tpb with their patterns and triple maps.
Definition 6 (Term map compatibility). We consider two term maps tm1
and tm2 to be compatible, if range(tm 1 ) ∩ range(tm 2 ) 6= ∅. We further consider
a term map tm compatible with an RDF term t, if the term t ∈ range(tm). A
variable v is always considered compatible with a term map.
With the boolean function compatible(t1 , t2 ) we denote the check for compatibility. This function allows us to check, if two term maps can potentially produce
the same RDF term and to pre-check constraints of the SPARQL query. Mapping
candidates that cannot fulfill these constraints are removed from the binding.
Further it allows to check, if a triple map is compatible with a triple pattern
of a query. In the example given in Figure 4 term map compatibility is used to
bind triple maps to term maps. At position (1) in Figure 4 the triple pattern P2
is bound to the term map :EmpMap2 because the resource IRI at the predicate
position of P2 is compatible with the constant value term map of :EmpMap2 in
the same position. The notion of term compatibility can be extended towards
checking bindings for compatibility by the functions join and reduce.
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Fig. 4: Binding operations on a sample query. In (1) a simple check for compatibility
at the predicate position is performed, in (2) the triples maps are merged between two
triple pattern bindings, checking compatibility at the subject position.

Definition 7 (Join of triple pattern bindings). Let tpb1 = (tp1 , TRM1 )
and tpb2 = (tp2 , TRM2 ) be triple pattern bindings. Further, let V = var(tp1) ∩
var(tp2) be the set of shared variables.
We define join(tpb 1 , tpb 2 ) : {(trm a , trm b ) ∈ TRM 1 × TRM 2 | for each variable v ∈ V the union of the corresponding sets of term maps of trm a and trm b
is either empty or its elements are pairwise compatible.10 }
Definition 8 (Reduction of triple pattern bindings). The function
reduce(tpb 1 , tpb 2 ) is defined as proj(join(tpb 1 , tpb2 ), 1), i.e. the projection of
the first component of the tuples obtained by the join operation.
Reduction is the base operation for minimizing the set of triple maps associated with every triple pattern. It rules out all candidate tuples that would
eventually yield unsatisfiable SQL join conditions. In Figure 4 the reduction
process follows the dotted line indicated by (2). The triple patterns P1 and P2
share the variable ?s which is in both cases in the subject position of the triple
pattern. Consequently, each triple map in TPB1 is compared at the subject position with all subject term maps of TPB2 for compatibility. If no compatible
triple map is found, the triple map is removed from the candidate set. The term
map :DepMap1 in Figure 4 is therefore not included in TPB3 , as the subject
of :DepMap1 is not compatible with the subject of :EmpMap2. The reduction
function now allows the definition of two operators that perform a reduction of
mapping candidates along the syntax of a SPARQL query.
For the two sets of triple pattern bindings TPB1 and TPB2 we define two
merge operations for the triple pattern bindings as follows:
Binding merge merge(TPB 1 , TPB 2 ) reduces all triple pattern bindings with
each other, as illustrated in Figure 5a.
10

Note, that the same variable may occur multiple times in a triple pattern and therefore map to
multiple term maps.
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(a) merge(TPB 1 , TPB 2 )

TPB ← TPB 1 ∪ TPB 2
TPB 0 ← ∅
for tpb 1 inTPB do
for tpb 2 inTPB do
tpb 1 ← reduce(tpb 1 , tpb 2 )
end for
TPB 0 ← TPB 0 ∪ {tpb 1 }
end for
return TPB 0

(b) optmerge(TPB 1 , TPB 2 )
TPB 0 ← TPB 1
for tpb 1 inTPB 1 do
for tpb 2 inTPB 2 do
tpb 2 ← reduce(tpb 2 , tpb 1 )
end for
TPB 0 ← TPB 0 ∪ {tpb 2 }
end for
return TPB 0

Fig. 5: The merge and optmerge algorithms.

Binding opt merge optmerge(TPB 1 , TPB 2 ) reduces all triple pattern bindings of TPB 2 with the all triple pattern bindings of TPB 1 , as illustrated
in Figure 5b.
Both merge operations preevaluate the join conditions of the later SQL execution. The compatibility check for the shared variables of two triple patterns
rule out unfulfillable join or respectively left join conditions.
We can use these operators to define the recursive function bind m (P ), which
computes for a mapping m and the graph pattern P the set of triple pattern
bindings TPBp , similar to the recursive evaluation function defined in [9].
Definition 9. Let T RMm be the set of all triple maps in m, P1 and P2 be
graph patterns and tp be a triple pattern of a query. The function bind m (P )
is the recursive binding of the T RMm to the triple patterns of a query for the
following cases:
1. If P is a triple pattern tp, bind (P ) = {(tp, TRM tp )|TRM tp = {trm|trm ∈
TRMm ∧ compatible(trm.s, tp.s) ∧ compatible(trm.p, tp.p)
∧compatible(trm.o, tp.o)}}
2. If P is (P1 AND P2 ), bind (P ) = merge(bindm (P1 ), bindm (P2 ))
3. If P is (P1 OPT P2 ), bind (P ) = optmerge(bindm (P1 ), bindm (P2 ))
4. If P is (P1 UNION P2 ), bind (P ) = (bindm (P1 ) ∪ bindm (P2 )
5. If P is (P1 FILTER R), bind (P ) = {tpb|tpb ∈ bindm (P1 )∧ if tpb is sharing
variables with R, the constraint is pre-evaluated. If the filter is always false,
the term map is not included.}
The complete binding process can now be illustrated using the example in
Figure 4. Starting from the bottom, bind (P1 ) evaluates to TPB 1 = {(P1 , {
:empMap1,:depMap1})} and bind (P2 ) to TPB 2 = {(P 2, {:empMap2})}. For P1
the triple map :empMap2 is not bound, because compatible(P 1.p, :empMap2.p)
= false. In the next step of the recursion, the pattern binding merge is evaluated
between the two sets, creating TPB 3 . The sets of triple maps of TPB 1 and of
TPB 2 are reduced on the shared variable s. The term map at the subject position
of :depMap1 is not compatible with the subject from another triple map of TPB1
and is not included in TPB 3 . Here the recursion halts, the set obtained in the
last step represents the full mapping of the query QPB = TPB 3 . QBP is a set
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Fig. 6: Column group for variable ?s of graph pattern P1

of two triple pattern bindings, each with one triple map, and is ready to be used
for creating the SQL query in the next step of the process.
The approach described in Definition 9 has some limitations. Variables used
in both sub-patterns of UNIONs are not exploited for reducing the candidate
triple maps. This for example could be overcome by using algebraic equivalence
transformations which are described in [11]. Another limitation is that not all
candidate reductions are applied to triple patterns that are not directly connected by shared variables. The modifications to the query binding strategy
dealing with this limitation are part of the future work on SparqlMap.
5.3

Query translation

Query translation is the process of generating a SQL query out of the SPARQL
query using the bindings determined in the previous step. We devise here a recursive approach of query generation, similar to the one presented for mapping
selection. The result of this translation is a nested SQL query reflecting the
structure of the SPARQL query. Each translation we devise here creates a SQL
select query which nests the recursions in subselects. We first describe the function toCG(tm) = CG that maps a term map tm into a set of column expressions
CG, called a column group. The utilization of multiple columns is necessary for
efficient filter and join processing and data type compatibility of the columns in
a SQL union. In a CG the columns can be classified as:
Type columns The RDF term type, i.e. resource, literal or blank node is encoded into these columns using constant value expressions. The column expression cast(1 as numeric) s_type Figure 6 declares the RDF terms
produced in this column group to be resources.
Resource columns The IRI value expression V E is embedded into multiple
columns. This allows the execution of relational operators directly on the
columns and indexes.
Literal columns Literals are cast into compatible types to allow SQL UNION
over these columns.
In Figure 6 the column group created for the variable ?s of triple pattern P1
is depicted. The following aspects of query translation require the definition of
additional functions.
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Align The alignment of of two select statements is a prerequisite for performing
a SQL union as the column count equality and data type compatibility of the
columns are mandatory. The function align(s1 , s2 ) = s01 for two SQL select
statements s1 and s2 modifies s1 by adding adding columns to s1 such that
s01 contains all columns defined in s2 . The columns added do not produce
any RDF terms.
Join Filter conditions are performed on column groups, not directly on columns.
As already outlined in [5] this requires embedding the filter statements into
a conditional check using case statements. This check allows the database
to check for data types and consequently to select the correct columns of
a column group for comparison. For two SQL queries s1 , s2 the function
joinCond (s1 , s2 ) calculates the join condition as an expression using case
statements, checking the column groups bound to of shared variables.
Filter For R being a filter expression according to Definition 2, the function
filterf (R) translates a filter expression into an equivalent SQL expression on
column groups.
Triple Pattern The RDF literals and resources used in a triple pattern tp
are implicit predicates and need to be made explicit. The function filterp (tp)
maps these triple patterns into a set SQL predicates, similar to the definition
of filterf (R).
Alias The renaming of a column group CG is performed by the function alias(
CG, a) = CGa that aliases all column expressions of CG, by adding the
prefix a. For the scope of this paper, we assume that proper alias handling
is performed and is not further explicitly mentioned.
Using the previously defined function toCG(tm) and the usage of the SQL
operators JOIN, LEFT JOIN and UNION we can now devise a simple recursive
translation function.
Definition 10 (Query translation). Let QPB be a query pattern binding, P1
and P2 be graph patterns and tp be a triple pattern and tpb = (tp, T RM ) be
triple pattern binding for tp with the set of term maps T RM . The relation for
each trm ∈ T RM is denoted r. The translation of a graph pattern P into a SQL
query Qsql = tQP B (P ) is performed as follows.
1. If P is a triple pattern: tQP B (P ) = UNION ALL {∀trm ∈ TRM : SELECT
toCG(trm.s), toCG(trm.p), toCG(trm.o) FROM r WHERE filterp (P )}
2. If P is (P1 AND P2 ): tQP B (P ) = SELECT * FROM ( tQP B (P1 ) ) p1
JOIN ( tQP B (P2 ) ) p2 ON( joinCond (p1 , p2 ) )
3. If P is (P1 OPT P2 ): tQP B (P ) = SELECT * FROM ( tQP B (P1 ) ) p1
LEFT JOIN ( tQP B (P2 ) ) p2 ON( joinCond (p1 , p2 ) )
4. If P is (P1 UNION P2 ): tQP B (P ) = ( align(tQP B (P1 ), tQP B (P2 ))) UNION (
align(tQP B (P2 ), tQP B (P1 )) )
5. If P is (P1 FILTER R): tQP B (P ) = SELECT * FROM tQP B (P )
WHERE filterf (R)
The translation of the example of Figure 4 is depicted in Figure 7. The
column groups are indicated here by the notion (CG(t)), where t is the RDF
term or variable the column group was created for.
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Fig. 7: Query nesting for a sample query

5.4

Query execution

The SQL query created in the previous chapter can now be executed over the
mapped database. The result set of this SQL query is then mapped into a
SPARQL result set. Depending on the query type of the SPARQL query, the
SQL result set is transformed. Each row of a SQL result set produces for every
column group an RDF term which then can be used to create the SPARQL
result set. In the case of an SPARQL select query, for each projected variable
the corresponding column group is used to generate the RDF term. We use the
result set for the query initially described in Figure 3 to illustrate the result set
translation process. In the following listing the result set snippet for the column
group of variable ?dep is presented. As this column group represents a resource,
no columns for literal values are given in this example.
dep_type|dep_datatype|dep_reslength|
dep_res_1
|dep_res_2
|--------|------------|-------------|-------------------|---------|
|
1|
1|
2|http://comp.com/dep|
1|
|--------|------------|-------------|-------------------|---------|

The RDF term is according to dep_type a resource. The IRI of the resource is
generated from 2 columns, indicated by dep_reslength. The IRI is constructed
by concatenating the prefix from s_res_1 with the percent-encoded11 value from
dep_res_2.
The SPARQL result set corresponding to the sample query is consequently:
<?xml version="1.0"?>
<sparql xmlns="http://www.w3.org/2005/sparql-results#">
<head><variable name="dep"/></head>
<results>
<result>
11

As defined in http://tools.ietf.org/html/rfc3986
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<binding name="dep"> <uri>http://comp.com/dep1</uri></binding>
</result>
</results>
</sparql>

6

Conclusion and Outlook

Knowledge extraction approaches are crucial for the bootstrapping and further
development of the Data Web. In this article, we devised a definition of the concept knowledge extraction and we compared the popular data models relational
data and XML with RDF. We derived a number of characteristics of knowledge
extraction approaches and surveyed the state-of-the-art with regard to tools
being available in that area. Our results revealed that most tools focus on extraction from relational data sources. The dynamic extraction (i.e. translation
of SPARQL queries into queries on the underlying data model), however, is still
challenging and ETL approaches are prevalent. With SparqlMap we presented
an implementation of the relational database to RDF mapping language R2RML
currently being standardized by the W3C. SparqlMap allows the dynamic translation of a SPARQL query based on a mapping into a single SQL query on
the underlying relational database. This will ensure that we can capitalize on
existing work in relational database query optimization.
In future work, we aim to add further optimizations to SparqlMap, such
as support for the SPARQL REDUCED construct, which can boost the execution
of certain queries. The query generation overhead in SparqlMap can be substantially reduced by enabling prepared SPARQL queries, where a SPARQL
query template is already precompiled into the corresponding SQL query template and subsequently reoccurring queries using the template do not have to be
translated anymore. A first evaluation of SparqlMap with the Berlin SPARQL
Benchmark (BSBM) showed a significant performance improvement compared to
the state-of-the-art. However, certain features that are particularly challenging
for an RDB2RDF tool (such as queries over the schema) are not part of BSBM.
We plan to perform comprehensive benchmarks and also to evaluate SparqlMap
with large-scale real-world data.
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